MINORITY REPORTS:
CONSCIOUSNESS AND THE PREFRONTAL CORTEX

Matthias Michel¹, Jorge Morales²

1. Sciences, Normes, et Démocratie, Sorbonne Université, CNRS
2. Department of Psychological and Brain Sciences, Johns Hopkins University

Address for correspondence: Sciences, Normes et Démocratie, Sorbonne Université, 1 Rue Victor Cousin, 75005, Paris, France.
Email: matthias.michel.curtil@gmail.com, jorge.morales@jhu.edu

Abstract: Whether the prefrontal cortex is part of the neural substrates of consciousness is currently debated. Against prefrontal theories of consciousness, many have argued that neural activity in the prefrontal cortex does not correlate with consciousness but with subjective reports. We defend prefrontal theories of consciousness against this argument. We surmise that the requirement for reports is not a satisfying explanation of the difference in neural activity between conscious and unconscious trials, and that prefrontal theories of consciousness come out of this debate unscathed.

Keywords: Consciousness; neural correlates of consciousness; prefrontal cortex; no-report paradigms
Introduction

The neuroscience of consciousness aims to find a set of brain mechanisms that explains how conscious experiences come about. Accordingly, one of the main goals in the field is to discover the neural correlates of consciousness (NCCs) (Crick & Koch, 1990), namely, neural states that are minimally sufficient for mental states to be conscious (Chalmers, 2000). One way to think about NCCs is as difference-makers that transform unconscious contents into conscious contents. In this article, we won't focus on how these difference-makers work, but in how to find them in the brain. In particular, we will focus on the neural correlates of conscious visual perception.

The question of whether the prefrontal cortex (PFC) is an NCC has become the epicenter of a debate between what we will call “prefrontal theories” and “posterior theories” of consciousness. Proponents of prefrontal theories, such as the global workspace theory (Baars, 1988; Dehaene & Changeux, 2011) and higher-order theories (Lau & Rosenthal, 2011; LeDoux & Brown, 2017), defend that prefrontal cortex (PFC) is an NCC. Roughly, this means that some neural mechanisms in the PFC are responsible for rendering unconscious contents conscious, and that neural mechanisms elsewhere in the brain normally do not have this capacity. On the other hand, proponents of posterior theories defend that anterior parts of the cortex are not NCCs, but rather, that consciousness depends mainly on the activity of posterior parts of the cortex (Lamme, 2006) or of a “posterior hot-zone,” which includes roughly the entire cortex minus the insula and the PFC (Koch et al., 2016; Tononi et al., 2016).

Proponents of posterior theories of consciousness typically adopt two lines of argument against prefrontal theories. The first argument is that lesions to the PFC do not impair consciousness (Boly et al., 2017; Kozuch, 2014; Pollen, 2011). These criticisms have been recently addressed by Odegaard et al. (2017). Hence, we will set them aside in this article. The second argument is what we call the “argument from report”, according to which, the PFC is not an NCC but, rather, a neural correlate of re-

---

1 These discussions often emphasize the existence of a main, or even unique, NCC (researchers often talk about the NCC). While this might turn out to be empirically correct, a problem with studying the neural basis of consciousness is that there might be more than one region or process responsible for rendering a state conscious. The brain often has redundant mechanisms that carry out the same function, and identifying or impairing an NCC might not immediately rule out the existence of secondary NCCs. We obviate this problem in what follows and talk about the PFC being an NCC rather than the NCC.
ports of consciousness (Koch et al., 2016; Storm et al. 2017; Tsuchiya et al., 2015). If this argument is sound, prefrontal theories would thus be based on a series of misunderstandings and methodological artefacts (Michel, 2017). In this paper, we defend prefrontal theories against the argument from report.

1. Prefrontal theories and the argument from report

a. The prefrontal cortex

Having some grasp of the basic neuroanatomy of the PFC will be important in this article. In humans, the PFC constitutes a large portion of the frontal lobe that includes most of the cortical tissue anterior to the central sulcus. It can be decomposed into five main regions: the anterior prefrontal cortex (which includes the frontopolar cortex and part of the orbitofrontal cortex), the caudal prefrontal cortex (which includes the frontal eye fields on the lateral portion and the pre-supplementary motor area in the medial portion), the dorsolateral prefrontal cortex, the ventrolateral prefrontal cortex (also including part of the orbitofrontal cortex), and the medial prefrontal cortex (Figure 1).

![Figure 1. The human prefrontal cortex.](image-url)

*Left:* Medial view of the right hemisphere showing the anterior cingulate cortex as well as medial portions of the anterior, dorsal, ventral, and caudal PFC. *Right:* Lateral view of the left hemisphere showing the dorsolateral, caudal, ventrolateral, and anterior prefrontal cortex. The cortical meshes used to make these images were created by Anderson Winkler ([https://brainder.org/brain-for-blender](https://brainder.org/brain-for-blender)) (distributed under a Creative Commons License CC BY-SA 3.0). The regions of interest were fake-colored by the authors following Passingham & Wise (2012).
Importantly, although the role of the PFC is not generally recognized as that of “processing sensory information”, the five main areas of the PFC are extensively connected with sensory areas. For example, the anterior PFC receives olfactory, gustatory, visceral, visual as well as somatosensory information (Carmichael & Price, 1995; Cavada, 2000), although it receives only few auditory inputs (Saleem et al., 2008). The caudal PFC is part of the so-called “dorsal visual stream”, which processes the spatial location of visual targets, and thereby receives visuo-spatial information (Milner & Goodale, 2008). Nevertheless, parts of the caudal PFC, such as the frontal eye fields, also receive information from the “ventral visual stream”, which processes colors, shapes, and textures of visual stimuli (Petrides & Pandya, 1999; Webster et al., 1994). The dorsolateral PFC receives inputs from multimodal areas, areas involved in the identification of objects, as well as somatosensory areas (Petrides & Pandya, 1999, 2002). The ventrolateral PFC receives visual as well as auditory information due to its extensive connections with the inferior and superior temporal cortices, and it also receives somatosensory information (Petrides & Pandya, 2002; Webster et al., 1994). Finally, the medial PFC also receives auditory and visual information from the superior temporal sulcus and superior temporal cortex (Kondo et al., 2003, 2005).

Hence, whereas the PFC is likely not responsible for producing sensory contents, all of its subcomponents receive sensory information. Consequently, sensory information is distributed throughout the PFC such that its subcomponents can achieve their specific functions (Passingham & Wise, 2012). However, our understanding of the mechanisms in the PFC through which all that sensory information could become conscious is still limited. As a result, it is important to note that conscious sensory representations could be distributed throughout the PFC, rather than represented in a single sub-part of the PFC, although this possibility remains open. The fact that conscious information could be distributed throughout the PFC justifies talking about “the PFC”, in general, rather than only some of its specific components, as being involved (or not) in consciousness. It is important to recognize, however, that talking about the link between consciousness and the entire PFC, as opposed to some of its specific subcomponents, is more the result of our ignorance of the specific mechanisms in the PFC that could be involved in consciousness rather than a strong thesis about the nature of conscious representations in the PFC.

---

2 The distributed nature of the functional organization in PFC probably applies to many cognitive functions and not just to consciousness.
It is worth noting that some of the evidence regarding PFC connectivity discussed above, as well as some of the evidence of the role of PFC in consciousness that we will present below, stems from animal studies—macaque monkeys specifically. Human and macaque brains in general, and PFC in particular, have numerous anatomical and functional similarities, which makes the macaque brain an adequate model for understanding human physiology and cognition (Passingham, 2009). For example, the types of neural tissue and their anatomical connectivity to other regions within PFC are largely comparable across both species (Petrides et al., 2012). The macaque PFC also has multiple functional networks similar to those in the human PFC. For example, functional magnetic resonance imaging (fMRI) has revealed similar resting-state networks in humans and macaques that functionally connect dorsolateral, ventrolateral, and ventromedial PFC with other areas of the brain (Mantini et al., 2013; Neubert et al., 2014).

Despite these similarities, we should acknowledge important differences between the human and macaque PFC. The human brain, and this is particularly true of PFC, is not just a scaled version of the macaque brain (Rilling, 2006). The macaque brain, when warped to fit a human brain, requires larger expansions in temporal, parietal, and prefrontal cortex (van Essen et al., 2007). Neuronal tissue in some regions in PFC differ across the two species. For instance, the dorsal anterior cingulate cortex (also known as BA32) probably has no homologue in the macaque brain (Öngür et al., 2003). Functional connectivity differences exist too. The lateral frontopolar cortex in humans has a connectivity profile that has no counterpart in the macaque prefrontal cortex (Neubert et al., 2014). Similarly, networks connecting dorsolateral PFC and parietal cortex, as well as anterior cingulate cortex and the insula, have been found only in humans (Mantini et al., 2013).

Notwithstanding the aforementioned anatomical and functional differences between macaque and human brains, and as we already noted, our understanding of possible PFC mechanisms supporting conscious experiences is still rudimentary, and so these differences do not affect our main argument.

b. The argument from report

To discover NCCs, scientists rely on a method called “contrastive analysis” (Baars, 1988), which consists in comparing neural activity from trials in which subjects consciously perceive a stimulus with trials in which they
perceive it unconsciously. As such, contrastive analysis requires experimenters to know whether participants were conscious of the displayed stimulus or not. A straightforward way of acquiring this information is by asking subjects to report whether they consciously perceived the stimulus or not. This approach is called a “report-based” experimental method (Irvine, 2013). Report-based methods encompass a wide variety of procedures, such as confidence ratings (Cheesman & Merikle, 1986), reports on the visibility of the stimulus (Sergent & Dehaene, 2004), reports using the Perceptual Awareness Scale (Ramsøy & Overgaard, 2004), and post-decision wagering (Persaud et al., 2007).

The specific differences between these methods will not be central here. What matters is what is common to all report-based methods, namely, the fact that subjects are required to make reports from which experimenters can infer subjects’ conscious perceptual states. Most experiments in consciousness science use report-based methods, and it would negate most scientific work in this field if this strategy turned out to be deeply flawed. Several authors think that this is the case (Boly et al., 2017; Koch et al., 2016; Pitts et al., 2014), and that consciousness science should turn instead to experimental paradigms that do not require subjects to produce reports (Tsuchiya et al., 2015). We now explain why we find these worries to be unwarranted.

The general structure of experiments using the contrastive analysis method is as follows: experimenters present visual stimuli that, through a variety of methods, are rendered invisible for the subject on some trials. Subjects’ task is to detect the stimulus and report seeing or not seeing it (typically by pressing a button), or to make a visual discrimination and subsequently rate their level of confidence in that visual discrimination. These tasks are performed while subjects’ brain activity is measured, typically by using fMRI or electroencephalography (EEG). Experimenters can then identify the brain activity that best correlates with trials in which subjects reported consciously seeing a stimulus and the brain activity that best correlates with trials in which they did not. A comparison of these two kinds of activity should reveal the NCC.³

Over and over again, researchers have found that conscious perception elicits increased activity in the PFC while unconscious perception

---

³ Besides conscious versus unconscious seeing, experimenters need to control for differences in perceptual processing such as perceptual signal strength, performance, and attention, so that consciousness is the only difference between the two contrasted conditions (Morales et al., 2015).
does not. The PFC has thus been considered an NCC. Many studies support this hypothesis, using a wide variety of experimental paradigms to render stimuli invisible, such as stimulus masking (e.g., Dehaene et al., 2001; Del Cul et al., 2007; Fisch et al., 2009; Lau & Passingham, 2006), the attentional blink (Sergent et al. 2005; Williams et al., 2008), or binocular rivalry (Lumer & Rees, 1999; Sterzer et al., 2007; Weilnhammer et al., 2013). These results are also replicated across several sensory modalities (Sadaghiani et al., 2009; De Lafuente & Romo, 2005).

Nevertheless, and despite the abundant evidence, proponents of alternative theories, such as the integrated information theory (Tononi et al., 2016) or the local recurrency theory (Lamme, 2006), do not consider that the PFC is a central mechanism for conscious perception. Rather, they argue that the NCCs are “in the back” of the cerebral cortex, and not “in the front” (Boly et al., 2017). But, how do they account for the large body of research that finds PFC activity only when stimuli are consciously perceived? What is supposed to explain this difference in brain activity between seen and unseen trials, if not consciousness? One of the main arguments against PFC theories of consciousness is that activity in the PFC does not correlate with consciousness itself, but with cognitive processes following conscious perception (Aru et al., 2012; de Graaf et al., 2012). On this view, asking subjects to report their awareness of the stimulus introduces a confound: purported NCCs are “overestimated, in the sense that neural mechanisms not directly generating the experience, but only necessary to report it, are included” (Tsuchiya et al. 2015, p. 758).

As a result, in its simplest form, the so-called “argument from report” states that subjects’ explicit reports of awareness (and unawareness) should be eliminated from contrastive analyses that search for the NCCs. On this view, the contrast should be between conditions in which subjects consciously see a stimulus and conditions in which they do not without requiring that subjects report back in any way whether they were aware of the stimulus or not. Naturally, this restriction requires that the experimenter knows how to classify each trial (aware vs unaware), which requires establishing a previous link between certain types of stimulation and awareness (perhaps via reliable psychophysical manipulations or autonomic biophysical markers that correlate with reports of awareness). By eliminating reports, the argument continues, the difference in neural activity between aware and unaware conditions should reveal the NCCs and only the NCCs.

Indeed, producing a report requires participants not only to engage motor-planning neural circuits, but also to maintain and access infor-
Minority Reports: Consciousness and the Prefrontal Cortex

information about whether they saw the stimulus or not. Moreover, because stimuli in this kind of experiments are often at threshold, or otherwise hard to perceive, subjects need to evaluate the nature and content of their experiences. To the extent that formulating a report involves the subject’s ability to evaluate her own perceptual states, the requirement for reports also engages the subject’s metacognitive capacities. The problem is that metacognition, that is, the ability to monitor and control one’s perceptual and cognitive states, is itself a complex cognitive capacity largely supported by neuroanatomy and neural activity in the PFC, particularly in the anterior, medial, and dorsolateral PFC (Fleming et al. 2010; McCurdy et al 2013; Morales et al 2018; Fleck et al., 2006; Hebart et al 2016); but this activity might not itself be an NCC. Scientists would thus be mistaking the neural correlates of consciousness with the neural activity involved in reports of consciousness (Michel, 2017).

A seminal experiment by Dehaene and colleagues (2001) could provide a good case study of how this argument is supposed to work. In this experiment, visually presented words were rendered invisible by using a method called visual masking, in which a target stimulus becomes invisible in some trials when a second stimulus (a “mask”) is presented quickly (<100ms) at the same location. In this experiment, subjects had to report the word whenever they thought a word had appeared. Dehaene et al. observed that trials in which words were detected elicited an increase in PFC activity, especially in the ventrolateral PFC, whereas trials in which words were not detected did not. The problem with this experiment is that consciousness of the word was not the only changing variable between seen and unseen trials. When subjects did not see the stimulus, they did not have to report anything, but when they saw it, they had to report the identity of the stimulus. Hence, the report itself introduced a confound and could explain the increase in PFC activity on seen trials.

Nonetheless, whereas a simple version of the argument from report could successfully be applied in this particular example, in most experiments the increase in PFC activity on conscious trials is unlikely to be due to reports. In the vast majority of subsequent studies, subjects have been required to make a report both on conscious and unconscious trials (for reviews, see Dehaene et al. 2014; Koch et al. 2016; Odegaard et al. 2017). If the requirement to make a report were the sole driver of PFC activity increases during these experiments, one should expect to see it every time subjects produce a report, namely, during conscious as well as unconscious trials. This would effectively cancel out any detectable increase in PFC neural activity when comparing these trials. This is not the case. What is
repeatedly observed is an increase in PFC activity during conscious trials only. Consequently, increases in PFC activity are unlikely to be due to reports themselves. Hence, proponents of the argument from report have to explain why there is no increase in PFC activity on trials in which subjects report not seeing the stimulus. To do so, they have to provide a slightly more complex version of the argument.

Proponents of the argument from report could avoid this problem by claiming that different cognitive capacities are involved during trials in which subjects report seeing the stimulus compared to trials in which they report that they do not. As we will explain in more detail below, those cognitive capacities are thought to be, essentially, post-perceptual demands related to decision-making and to maintaining and accessing stimulus-specific information in working memory. On this more complex version of the argument, the increase in PFC activity during conscious trials is explained by the engagement of cognitive capacities to report seeing the stimulus. The observed decrease in PFC activity during unconscious trials is explained by the fact that those cognitive capacities are not engaged when subjects report that they do not see the stimulus.

In sum, the argument from report is successful only if changes in PFC activity between aware and unaware trials are best explained by the engagement or disengagement of a set of report-related cognitive capacities than by the presence or absence of consciousness. As a result, proponents of the argument from report make two crucial predictions.

First, a specific set of report-related cognitive capacities should be engaged during conscious trials only, and not during unconscious trials. However, if it turns out that essentially the same cognitive capacities are used by subjects both when they report seeing a stimulus, and when they report not seeing a stimulus, then the engagement of those capacities is ill-suited to explain the difference in PFC activity between conscious and unconscious trials. In Section 2, we argue that this prediction is not verified. On our view, there is little reason to believe that “seen” and “unseen” reports involve fundamentally different cognitive capacities. Consequently, the difference in PFC activity between conscious and unconscious trials cannot be explained by the fact that subjects use different report-related cognitive capacities during seen and unseen trials.

Second, proponents of the argument from report also predict that there should be no, or negligible, differences in PFC activity between unconscious and conscious trials when subjects do not have to provide reports. This is for a simple reason: if the engagement of report-related cog-
nitive capacities explains the increase in PFC activity during conscious trials only, suppressing the need for a report should also cancel the observed difference in PFC activity between conscious and unconscious trials. In Section 3, we argue that this prediction is inconsistent with the available data: there are differences in PFC activity between conscious and unconscious trials even when subjects do not have to provide reports.

2. PFC activity with reports

Proponents of the argument from report, such as Pitts et al. (2014), recognize that “regardless of whether the stimulus was consciously perceived, the subject always has to report something even if the report is ‘I saw nothing’” (p. 2). Pitts and colleagues provide a prima facie plausible argument for explaining the observed difference in PFC activity. They propose that a crucial difference between “seen” reports and “unseen” reports is that there is nothing for the subject to report in unconscious trials. Thus, subjects do not have to remember the identity of the stimulus by encoding and maintaining a perceptual representation of the stimulus in working memory on unconscious trials:

On aware trials, subjective reports rely on the maintenance of perceptual information in working memory and access of this information by higher-level cognitive systems that enable decision-making and response planning/execution. On unaware trials, there is no conscious perceptual information to maintain or access even though a decision must be made and a negative response must be planned and executed. Thus, in addition to differences in conscious perception, these two types of trials differ in terms of post-perceptual processing such as maintenance in working memory and access of perceptual information for decision-making. (Pitts et al., 2014, p. 2)

As already suggested above, it is important to remark that the simple name “argument from report” might be misleading when we consider more complex versions of this argument, such as Pitts et al.’s. Indeed, proponents of this view often insist that the critical contrast between conscious and unconscious trials should be restricted to passive viewing conditions where, besides eliminating subjects’ explicit reports, post-perceptual demands related to decision-making and to maintaining and accessing stimulus-specific information in working memory are also absent. Thus, the “argument from report” might just as well be relabeled the “argument from report, working memory, and decision-making” as
this would capture better its specificity. For simplicity, and to keep the
terminology in line with the literature, we use the shorter label in what
follows.

On this version of the argument from report, PFC activity on con-
scious trials is best explained by the maintenance of stimulus-specific per-
ceptual information in order to report the identity or location of the stimu-
lus. For example, in the aforementioned experiment by Dehaene et al.
(2001), subjects not only had to remember whether they saw the stimulus
or not, but also had to remember the identity of the stimulus. In this case,
there was a crucial difference between seen and unseen trials: in seen tri-
als, subjects had to maintain a perceptual representation of a word in
working memory, whereas in unseen trials they did not have to do so. This
difference between seen and unseen reports could explain that an in-
crease in PFC activity was found only on seen trials. Hence, on this version of the
argument from report, the maintenance of stimulus-specific perceptual
information in working memory to generate a report is the best explana-
tion of the difference in brain activity between seen and unseen trials.
And, indeed, the ability to maintain behaviorally relevant sensory infor-
mation for a brief amount of time has long been associated with activation
of PFC neurons (e.g., Funahashi et al., 1989; Miller & Cohen, 2001). How-
ever, there are three problems with this version of the argument from re-
port.

a. Unconscious information about the stimulus is maintained in the brain

The first problem is that the claim that “on unaware trials, there is no
conscious perceptual information to maintain or access” is contentious.
Indeed, there is evidence that information about identity or location of
stimuli can be maintained in working memory for several seconds during
unseen trials (e.g., King et al., 2016; Soto et al., 2011; Trübutschek et al.,
2017). This makes the maintenance of stimulus-specific perceptual infor-
mation in working memory an unlikely candidate to explain the difference
in brain activity between seen and unseen trials, because visual infor-
mation could very well be maintained in working memory during uncon-
scious trials too.

For example, in a study by Salti et al. (2015), participants had to de-
tect a stimulus and indicate its location. Backward masking was used to
render the stimulus invisible on roughly sixty percent of the trials, but
participants still had to indicate the location of the stimulus on every trial.
Participants were able to detect the location of the stimulus well above
chance even when the stimulus was categorized as unseen. Salti et al. trained pattern classifiers on EEG and magnetoencephalography (MEG) data to assess where in the brain information about the stimulus was represented in both seen-correct and unseen-correct trials. They found that the location of the stimulus could be decoded up to 800 milliseconds, independently of whether the stimulus was seen or not. Importantly, locations of unseen stimuli could be decoded from signals in the dorsolateral PFC (superior frontal regions). Since maintenance of information in working memory has been associated with PFC activity, the fact that the dorsolateral PFC encoded stimulus location during unseen trials could indicate that the maintenance of unseen locations involved working memory. Hence, this could suggest that information about the stimulus was maintained in working memory in both seen and unseen conditions. Despite this, activity patterns, particularly in the dorsolateral PFC, were classified more effectively in seen-correct compared to unseen-correct trials. Here, the maintenance of visual information in working memory is unlikely to explain the difference in brain activity patterns because information about the stimulus was maintained in both seen and unseen conditions. Moreover, this information was used to correctly detect the location of the target, which means that it must have been accessed by cognitive systems in both seen and unseen conditions to generate the correct response. Hence, even when performance is the same (i.e., subjects correctly report the stimulus location) and involves the same cognitive capacities, namely, maintenance of visual information in working memory, differences in PFC activity patterns between seen and unseen conditions are still observed.

b. Maintaining stimulus-specific information in working memory is not required

The second problem with this version of the argument from report is that it relies on several contentious assumptions about the types of information that need to be maintained in working memory across different kinds of tasks.

To understand these assumptions, it is important to introduce a set of distinctions, beginning with the difference between identification tasks and detection tasks. During identification tasks, subjects have to provide a report about some features that are specific to a target stimulus, such as its identity, location, or other specific perceptual features such as its color or orientation. On the other hand, during detection tasks, subjects have to
provide a report about the presence or absence of a stimulus, with no need to consider its specific perceptual features.

Beside this task difference, we should also distinguish between several types of information that could be maintained in working memory when subjects perform these tasks. First, subjects could maintain stimulus-specific information, namely, perceptual information, such as perceptual features of the stimulus, its identity or its location. Second, subjects could maintain a perceptual decision in addition to, or instead of, maintaining stimulus-specific information. For example, they could maintain in working memory the decision that the stimulus was present or absent, the decision that one saw the stimulus or not, or the decision that a stimulus was a square, or that it was located on the right side of the screen. Note that when subjects maintain a perceptual decision, they do not need to encode perceptual information about the stimulus in a perceptual format. For instance, they can maintain that they saw or did not see a square without thereby perceptually encoding any specific shape, size, color, identity, or location. With these distinctions at hand, we can now analyze the argument from report further.

The first assumption made by proponents of the report argument is that subjects store stimulus-specific perceptual information in working memory to perform identification tasks. If that is true, as Pitts et al. argue, the demands imposed on working memory during seen trials are higher than during unseen trials, because there is (on their view) no stimulus-specific perceptual information to maintain when the stimulus is not consciously seen. However, contrary to Pitts et al.’s assumption, subjects do not need to encode stimulus-specific information in working memory to perform these tasks. Instead, they could directly maintain a perceptual decision about their awareness or unawareness of the stimulus. If that’s the case, the same type of information is maintained in both conscious and unconscious trials during identification tasks. That is, even when subjects do not see the stimulus, they still have to maintain the perceptual decision that they did not see the stimulus. In that case, working memory demands are matched between unconscious and conscious trials since, in both cases, subjects maintain the same type of information in working memory.

Nevertheless, even if working memory demands were different between seen and unseen trials in identification tasks, this is certainly not the case for detection tasks. In experiments using detection tasks, subjects are not required to remember and report properties that are specific to the

---

4 We thank an anonymous reviewer for suggesting this argument.
Minority Reports: Consciousness and the Prefrontal Cortex

stimulus, such as what the stimulus is, or where it is, but simply have to report seeing something or not. As such, it seems plausible that during detection tasks subjects do not maintain perceptual information in working memory, since they do not need to use stimulus-specific perceptual information to perform the task, but, instead, maintain the perceptual decision of having seen something or not (or the perceptual decision that the stimulus was present or not). Importantly, maintaining a perceptual decision in this way does not require one to maintain any perceptual information about the specific properties of the stimulus. Consequently, whereas in identification tasks subjects have to maintain stimulus-specific information on seen trials only, in detection tasks, the same type of information is maintained in both seen and unseen trials. As such, post-perceptual processing is matched between the seen and unseen conditions, provided that the working memory demands to maintain a perceptual decision of having seen something (or that the stimulus was present) are not much more important or involve fundamentally different processes than those required to maintain a perceptual decision of having seen nothing (or that the stimulus was absent).

Let us use a recent experiment by van Vugt et al. (2018) as a case study to show why the argument from report fails to account for the difference in brain activity between seen and unseen conditions in detection tasks. van Vugt et al. trained monkeys to detect very low-contrast stimuli displayed for 50ms. 450ms after the presentation of the stimulus, monkeys had to make a saccade towards the location of the stimulus when they detected it, or towards a rejection dot when they did not. Crucially, the location of the stimulus remained the same across all trials, and monkeys did not have to report on the identity of the stimulus. So, they did not have to actively maintain stimulus identity or location in working memory, but only had to maintain, during 450ms, whether they saw something or not (that is, whether they had to saccade to one location or another). Moreover, monkeys were extensively trained to perform this task, allowing them to perform it quite automatically, thereby reducing any residual load on working memory. In this experiment, dorsolateral PFC activity increased during trials in which monkeys were aware of stimuli and did not increase during unconscious trials (i.e., when they failed to saccade to the stimulus’s location when a stimulus was presented). Proponents of the argument from report would have to explain why very similar cognitive processes such as, on one hand, maintaining and accessing seeing something, and on the other hand, maintaining and accessing seeing nothing, would recruit fundamentally different brain areas,
Michel & Morales

i.e., the PFC for “seen” reports, and posterior areas for “unseen” reports. It seems implausible that such a small difference in reports could explain the difference in brain activity between seen and unseen trials in those simple detection tasks. In contrast, consciousness of the stimulus could be a good explanation of this difference in brain activity.

Two important studies allow us to push this argument further. First, it seems that “seen” and “unseen” reports rely on similar mechanisms in the brain. Merten and Nieder (2012) recorded activity from randomly selected neurons in the lateral PFC in monkeys during a detection task. A stimulus with varying intensities was first presented for 100ms, and monkeys had to maintain their perceptual decision during a delay period before making a report. Importantly, during this period, monkeys did not know how they would have to report seeing or not seeing the stimulus, thus preventing motor planning. Merten and Nieder observed that, during the delay period, groups of neurons in the lateral PFC specifically encoded the “seen” decision, while other groups of lateral PFC neurons encoded the “not seen” decision, confirming that reports of seeing and not seeing stimuli rely on similar mechanisms in the PFC. However, during the presentation of the stimulus, only “seen” neurons discharged when the stimulus was presented, while “unseen” neurons maintained baseline activity whether or not the stimulus was presented. This result is at odds with the idea that neural activity in the PFC represents only the maintenance of “seeing the stimulus” in order to make a report. Indeed, if that were the case, we should expect to observe “seen” and “unseen” neurons active only during the delay period. Instead, “seen” neurons discharged both during stimulus presentation and during the delay period (when the stimulus was seen), whereas “unseen” neurons discharged only during the delay period when the stimulus was unseen.5 Following the authors, this could indicate

two discrete processing steps involved in abstract decisions in detection tasks, implemented by “yes” cells in the stimulus phase and by

Moreover, in this experiment, specific groups of neurons in the lateral PFC modulated their activity depending on the intensity of seen stimuli during the stimulus phase, despite the fact that monkeys did not have to report on the intensity of stimuli. Qualitative aspects of stimuli thus seem to be represented in the PFC despite the fact that these aspects are not task-relevant and do not have to be maintained for the report. This result is in line with a study by Mante et al. (2013) showing that stimuli that are irrelevant for a perceptual task (i.e., stimuli that need not be maintained for a report) nonetheless lead to neural activity in the PFC.
“yes” and “no” cells during the delay phase. During the stimulus phase, the responses might reflect the subjective experience of the stimulus, based on the accumulation of sensory information. The emergence of “no” neurons in the delay phase likely constitutes a second active decision-processing step transforming the subjective experience to abstract categories in rule-based detection tasks. (p. 6292)

Second, a study by de Lafuente and Romo (2005) further supports the view that activity in the PFC does not primarily reflect the report decision. Neurophysiological recordings in macaque monkeys during a tactile detection task demonstrate a strong correlation of trial-by-trial subjective reports (button pressings) with late frontal activity, specifically activity in the pre-supplementary motor area (itself densely connected with dorsolateral and dorsomedial prefrontal cortex (Luppino et al., 1993)), whereas activity in posterior areas (somatosensory cortex) is correlated with physical properties of the stimulus and not with perceptual decisions. Monkeys were not required to remember or maintain any perceptual stimulus-specific information, but only to detect whether the stimulus was present or not. Here again, proponents of the argument from report could argue that late frontal activity reflects the report decision, and not consciousness of the perceptual content. However, de Lafuente and Romo designed a control task in which the correct response button was illuminated at the beginning of every trial, which means that monkeys already knew which button they would have to press before the stimulus was presented. This implies that, in this control task, the decision to report was already made before stimulus presentation. If neural activity in the PFC was only linked to the decision to report seeing the stimulus or not, then, those neurons should discharge before the stimulus was presented, namely, at the moment when the decision to report was actually made. On the contrary, de Lafuente and Romo found that neural activity was nearly identical in the standard detection task and in the control task (see also de Lafuente & Romo (2006)). In accordance with Merten and Nieder’s results, this strongly suggests that recorded neurons in the PFC discharging during stimulus presentation represent the perceptual decision that a stimulus was seen or unseen, and not only the decision to report seeing a stimulus or not.
c. Subjective reports are often about performance or visibility, not about stimuli themselves

So far, we have argued that the argument from report is unlikely to work, first, because information about stimuli could be maintained in both seen and unseen trials; second, because stimulus-specific information does not need to be maintained during detection tasks—and possibly not even during identification tasks. But even when one sets aside detection tasks, subjects are not usually required to maintain any stimulus-specific information for subjective reports. They only have to maintain information about their performance on a discrimination task or on the visibility of the stimulus, regardless of whether the stimulus was seen or unseen. For example, in a seminal study by Lau and Passingham (2006), participants had to make a forced-choice judgment as to whether a masked stimulus was a square or a diamond, and then report the degree of visibility of the stimulus. Lau and Passingham found that mid-dorsolateral PFC activity increased in seen trials and not in unseen trials, even when performance on the discrimination task was matched, thus making sure that activity in this region of the PFC did not reflect performance on the discrimination task. In this experiment, although the first-order discrimination involved maintaining stimulus-specific information (in both seen and unseen conditions), the subjective report itself did not involve maintaining any stimulus-specific information. Here again, the only information that needed to be maintained for the subjective report throughout the trial was one’s perceptual decision of having seen the stimulus or not. The only way in which the argument from report would work in this and similar cases is by presupposing that maintaining a perceptual decision of having seen a stimulus involves brain mechanisms that are fundamentally different from

---

6 The property being visible is not a stimulus-specific property, because it could be a property of any stimulus. To this extent, maintaining a visibility rating is not different from maintaining a decision, say, about one’s performance (e.g., a confidence rating). Nevertheless, one could still worry that visibility ratings entail different demands in the “seen” and “unseen” cases while making the perceptual decision, even if the decision per se can be maintained in a similar fashion without any further stimulus-specific information. However, if there is an introspective difference between seeing something and not seeing anything while having (or not having) the experience, it cannot be said, like Pitts et al. do, that the difference is “post-perceptual”. While making the decision whether the stimulus was visible or not, the introspective effort should be matched between unaware and aware cases, and the differences should be limited precisely to the variable of interest: consciousness. This, however, does not entail that the post-perceptual requirement of reporting stimulus visibility after stimulus presentation is distinct for “aware” and “unaware” cases.
those that are used to maintain a perceptual decision of not having seen a stimulus. But we have no reason for thinking that this is the case.

3. PFC activity without reports

The results reported above could appear to be in stark contrast with results from so-called “no-report experimental paradigms” (Tsuchiya et al., 2015; Koch et al., 2016). But two facts are not emphasized nearly enough in this debate (although see Lew & Lau, 2017). First, proponents of the argument from report generally ignore, or repress maybe, that in the majority of experiments that do not require reports, researchers still observe neuronal activity in the PFC exclusively on conscious trials. Second, a few null findings from fMRI studies are often overemphasized without proper acknowledgement of the limited sensitivity of this imaging technology. Here we address studies that use binocular rivalry, masking, and dreams to probe neural activity associated with consciousness without report.

a. Binocular rivalry

Binocular rivalry is a visual phenomenon during which an image presented to one eye becomes unconscious because it competes with a rival and incompatible image presented to the other eye, causing conscious perception to alternate between the two images every few seconds. Frässle et al. (2014) compared neural activity elicited by binocular rivalry switches in report and no-report conditions. In this experiment, subjects experienced binocular rivalry under two conditions. In the report condition, subjects had to report the switch from one image to the other. In the no-report condition, the switch was inferred by observing reflexes such as pupil dilation and ocular micro-saccades, which have been observed to occur when perceptual experience alternates during binocular rivalry (Einhäuser et al., 2008; Naber et al., 2011). They concluded that dorsolateral prefrontal cortex was activated during the perceptual switch in the report condition, but not in the no-report condition.

Several caveats need to be addressed when considering binocular rivalry experiments. First, it should be remarked that whether the PFC is involved in the switch between two images during binocular rivalry is unimportant for the debate, because the perceptual switch in itself may have nothing to do with consciousness. In fact, Zou et al. (2016) showed that binocular rivalry occurs between two invisible dichoptic gratings, thus demonstrating that the perceptual switch in binocular rivalry is inde-
dependent of the mechanisms of consciousness (see also Giles et al., 2016). On the other hand, what is important is whether the PFC is involved in both consciousness of the switch, and in consciousness of contents once the switch has occurred. It seems, indeed, that activity in the PFC is involved in consciousness of the perceptual switch. In an ingenious experiment, Brascamp et al. (2015) induced perceptual alternations presenting different yet indistinguishable displays of randomly moving dots to each eye, such that alternations were unnoticed by participants. They found that, when the switch between the two images goes unnoticed, activity in the PFC does not increase, whereas consciousness of the switch involves PFC activity, especially in the frontal eye fields, ventro- and dorsolateral prefrontal cortex. They conclude that fronto-parietal regions do not have a “driving role... in perceptual switches”, but that they could have “a central role in visual awareness” (p. 1667). All things being equal, without any change in conscious experience, one shouldn’t expect any change in PFC activity. That’s precisely what Brascamp et al. have found.

Putting aside these methodological considerations, contrary to Frässle and colleagues’ explicit interpretation, some prefrontal areas in the superior frontal gyrus and the inferior frontal gyrus remained clearly active even during the no-report condition (these activations are visible in their Fig. 3; see Zaretskaya and Narinyan, 2014). This is not surprising, because multiple studies using binocular rivalry have consistently found that conscious perception correlates with PFC activity whereas unconscious perception does not (see Brascamp et al., (2018) for a review). More important for the current discussion, Lumer & Rees (1999) designed a binocular rivalry experiment in which subjects saw the stimuli freely and were not instructed to make any motor or verbal report to indicate perceptual transitions. During subsequent debriefing, subjects confirmed that they experienced visual alternations. Lumer & Rees found that activity in the lateral PFC, and particularly in the ventrolateral PFC, was temporally correlated with activity in early extrastriate visual cortex, which had been previously associated with consciously experiencing alternating images in binocular rivalry paradigms. In contrast, activity in the PFC was not correlated with activity in striate cortex (V1), which is typically not considered relevant for consciously perceiving alternating images. Importantly, the PFC was distinctively coupled with visual areas despite the

---

7 One could argue that there was a change in phenomenal consciousness, but that this change was not accessed (Block, 1995). At present, however, we cannot determine whether this is true or not. For all we know, the data suggests that subjects’ perceptual experiences did not change when the switch occurred, and thus, we shouldn’t expect a change in the NCC.
fact that no report was required. Moreover, when compared with a condition in which no conscious alternation of images was experienced (because the images monocularly presented were made compatible and thereby rendered stable), the PFC was more coupled with extrastriate visual areas, highlighting its role in experiencing conscious perceptual shifts independently from report (for similar results, see also Wilcke et al., 2009). Using binocular flash suppression, a method similar to binocular rivalry in which an image presented in one eye is suppressed by another image flashed in the other eye, Panagiotaropoulos et al. (2012) arrived at the same conclusion: by using single unit neuron recordings in monkeys, they confirmed that lateral PFC activity increased for consciously perceived stimuli even when no report was required.

b. Masking

In a study by Tse et al. (2005), subjects were presented with simple target stimuli that were preceded and followed by masks, causing a perceptual illusion called the “standing wave of invisibility”. When the masks were presented in close temporal proximity to the target, it was rendered invisible, but it remained visible when the masks were presented with a short delay. Importantly, subjects were not asked to report the visibility of the targets at any time while inside the scanner. Rather, the paradigm was validated using indirect visibility ratings previously collected from five subjects. By using univariate fMRI analyses, Tse and colleagues found that only regions in visual cortex were more active when the visible (delay-masked) and invisible (immediately-masked) conditions were compared.

This result invites us to reflect on the problems surrounding sensitivity of fMRI measures and the study of the PFC. We ought to be cautious about null findings like the one reported by Tse and colleagues. Failing to detect a statistically significant difference in neural activity between conscious and unconscious conditions does not immediately warrant the inference that a brain region is not involved in sustaining consciousness. To put this simply, absence of evidence is not immediate evidence of absence. This is especially true when using low sensitivity neuroimaging

---

8 To state the statistically obvious: it is a fallacy to consider that a failure to reject the null hypothesis means that the null hypothesis is true. Those who interpret Tse et al. as indicating that PFC is not involved in consciousness commit this fallacy. Roughly, statistical significance as assessed by p-values protects against Type I errors (rejecting the null hypothesis when it is in fact true), but it does not
techniques such as fMRI, which poses special difficulties in detecting and decoding meaningful neural activity in PFC related to consciousness.

Univariate analyses of fMRI data where the overall level of activity is compared across conditions are most useful for detecting large effects. However, the difference in neural activity between conscious and unconscious conditions is often subtle compared to the kind of activity found in sensory and motor cortex. This subtlety is evidenced by the fact that neural activity related to consciousness that is missed in fMRI univariate analyses is often detectable with more sensitive methods. Indeed, the lack of sensitivity of fMRI could explain the discrepancy in the results between no-report studies using fMRI to measure brain activity, and no-report studies that use other procedures (Morales and Lau, Forthcoming). For example, the limited spatio-temporal sensitivity of fMRI measures would explain why lateral PFC activity related to consciousness is detected in passive viewing conditions when using single-unit recordings in macaques (Panagiotaropoulos et al., 2012).

This interpretation of the data is also supported by several human studies that have found PFC activity during conscious trials without reports when more sensitive measurement techniques were employed. For example, electrocorticography (ECoG) allows placing electrodes directly on the surface of the brain to record cortical activity, and is, therefore, more sensitive than EEG or fMRI. Using ECoG, Noy et al. (2015) observed activity in fronto-parietal regions associated with conscious experiences even when no report was required from subjects. Notably, even with a highly sensitive method such as ECoG, the signal of the fronto-parietal electrodes was less than one third of that recorded from visual areas, contributing to the hypothesis that the NCCs in PFC are comparatively subtle. Also using ECoG, Vidal et al. (2015) measured brain activity in subjects that experienced a form of perceptual suppression induced by a sudden contrast decrease of a stimulus (a dark gray fuzzy circle), causing it to vanish from consciousness. They first conducted a behavioral task to confirm that a sudden 50% contrast decrease caused a complete disappearance of the stimulus in 95% of the cases. Next, Vidal et al. compared the brain activity involved in either the disappearance of a stimulus from con-

---

tell us anything about the probability of the null hypothesis being true. Researchers are typically worried about Type I errors, but largely let Type II errors (accepting the null hypothesis when it is in fact false) go uncontrolled (Lieberman & Cunningham, 2009). Here, we suggest that a Type II error was committed. Unfortunately, this type of errors does not come as a great surprise in a field as underpowered as neuroscience (Cremers et al., 2017; Szucs & Ioannidis, 2017). Null results should be interpreted very carefully.
sciousness (perceptual suppression) or its re-appearance in consciousness
during perceptual suppression release, with identical stimuli in both con-
ditions, and without reports. Activity in PFC, and more specifically in the
inferior frontal gyrus, as well as in the anterior insular cortex, was one of
the main differences between invisible and visible conditions, even though
no report was required in this experiment.

Another important consideration when interpreting fMRI univari-
ate results is that neural activity in PFC is usually not linearly correlated
with experimental manipulations. While neural activity in sensory cortex
is typically linearly correlated to stimulus and behavioral profiles, frontal
neurons have a mixed-selectivity profile with high dimensionality and
contextual encoding (Fusi et al., 2016; Rigotti et al. 2013; Mante et al.
2013). This further suggests that fMRI univariate analyses are in general
suboptimal for detecting specialized neural activity in PFC. It is of utmost
importance, then, to rely on multivariate analyses through which complex
patterns of activity in PFC can be detected.

To emphasize, without considering the logic behind the absence of
evidence using insensitive measures like fMRI, without considering the
mixed-selectivity profile of neurons in PFC, and without subjecting neural
data to more sensitive statistical analyses such as multivariate pattern
classification, a null result like Tse et al.’s (or finding decreased activity
like the one found by Frässle et al.) should be taken with a grain of salt.

c. Dreams

Binocular rivalry and masking paradigms are not the only way of testing
the NCCs without requiring report. The study of dreams, a natural no-
task and no-report paradigm, has also been thought to provide support for
the idea that PFC does not contribute to consciousness (Koch et al., 2016).
For example, Boly et al. (2017) claim that “within-state studies con-
trasting dreaming versus non-dreaming during NREM sleep and REM
sleep, have pointed to a ‘posterior hot zone’ in parieto-occipital areas, pos-
sibly extending to mid-cingulate regions, as a reliable NCC” (p. 9606), and
argue that “during REM sleep, a “no-task” state, specific dream contents,
such as faces, places, movement, and speech, can be predicted from poste-
rior, but not anterior, cortex (Siclari et al., 2017)” (p. 9607).

First, proponents of prefrontal theories of consciousness do not de-
ny that the contents of consciousness can be predicted from patterns of
neural activity in posterior areas. However, the fact that dream contents
can be decoded from these areas falls short from showing that these regions are responsible for consciousness of these contents. Second, as recently reported by Fazekas & Nemeth (2018), a wide variety of studies, including Siclari et al. (2017), have found significant increases in activity in PFC during dreams, particularly in medial PFC (Braun et al., 1997; Maquet et al., 1996, 2000), but also in dorsolateral PFC, using various measurement methods such as positron emission tomography (PET) (Hong et al., 1995; Nofzinger et al., 1997), fMRI (Hong et al., 2009), MEG (Ioannides et al., 2007), near-infrared spectroscopy (Kubota et al., 2011) and intracranial recordings (Vijayan et al., 2017). Hence, the view that PFC is hypoactive during dreams does not seem to be warranted by the data.

Conclusion

We showed, first, that in multiple report-based experiments comparing unconscious and conscious conditions, the difference in brain activity in the PFC is unlikely to be explained solely by its role in generating reports. Second, we argued that no-report experiments either elicited PFC activity correlated with consciousness, as in cases of binocular rivalry and dreams, or produced null results that shouldn’t be taken as indicating that the PFC is not involved in consciousness of perceptual contents. Indeed, these null results can be explained away by appealing to the lack of sensitivity of fMRI measures. We compared them to empirical results based on more sensitive measurement procedures and reached the conclusion that these null results were likely to be false negatives.

One clear lesson from the literature we discussed is that the PFC is probably involved both in generating reports of conscious experiences and in consciousness of contents. Although we rejected the merits of the argument from report based on available empirical evidence, we do not think that proponents of prefrontal theories of consciousness should necessarily shy away from no-report paradigms. As argued above, common neuroimaging techniques are not sufficiently sensitive to detect subtle differences in neural activity, but NCCs might indeed be subtle. Moreover, unlike sensory cortices, neural activity in prefrontal neural populations is highly multidimensional (Mante et al. 2013; Parthasarathy et al., 2017), affecting the chances of success of simple univariate analyses contrasting the overall level of neural activity between conscious and unconscious conditions. This makes multivariate pattern decoding approaches more appropriate for establishing a functional role of subtle neural activity (and, even then,
Minority Reports: Consciousness and the Prefrontal Cortex

decoding information from PFC is not without challenges (Bhandari et al. 2018)). Taken together, these facts about the NCC, the PFC, and our current statistical and neuroimaging methods suggest that reducing the potential confounds created by reports can be beneficial. By using experimental paradigms that use task-irrelevant or non-reported perceptual experiences to identify the specific mechanisms involved in supporting consciousness, proponents of prefrontal theories can focus on finding the NCC rather than on disentangling reports from conscious awareness.

The potential benefit of using no-report paradigms should not obscure the fact that we already have solid evidence that PFC is involved in consciousness despite the use of paradigms that require subjective reports. Disentangling reports from consciousness might be beneficial for refining our understanding of the PFC’s role. But it is by no means necessary, and perhaps it is not even a completely feasible task. Experimenters might have devised ways of inferring whether subjects are undergoing conscious experiences or not without a concomitant explicit report from them. However, despite their name, no-report paradigms rely on a pre-established association between subjects’ conscious perception and their explicit reports. For all the ingenuity and potential advantages of no-report paradigms, the neuroscience of consciousness is ultimately about subjective reports.

Acknowledgments: We thank Hakwan Lau, Brian Odegaard, the editor Steven Fleming, as well as two anonymous reviewers for their helpful comments.

References


Minority Reports: Consciousness and the Prefrontal Cortex


Minority Reports: Consciousness and the Prefrontal Cortex


