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Abstract

For nearly two decades it has been known that infants’ perception of speech sounds is

affected by native language input during the first year of life. However, definitive evidence of

a mechanism to explain these developmental changes in speech perception has remained

elusive. The present study provides the first evidence for such a mechanism, showing that

the statistical distribution of phonetic variation in the speech signal influences whether 6- and

8-month-old infants discriminate a pair of speech sounds. We familiarized infants with speech

sounds from a phonetic continuum, exhibiting either a bimodal or unimodal frequency distri-

bution. During the test phase, only infants in the bimodal condition discriminated tokens from

the endpoints of the continuum. These results demonstrate that infants are sensitive to the

statistical distribution of speech sounds in the input language, and that this sensitivity influ-

ences speech perception. q 2002 Elsevier Science B.V. All rights reserved.
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1. Introduction

Infants are extraordinarily good at discriminating speech sounds. Young infants

can discriminate virtually every phonetic contrast on which they have been tested

(for review see Aslin, Jusczyk, & Pisoni, 1998). In fact, young infants discriminate
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certain contrasts better than adults from the same language community (Werker,

Gilbert, Humphrey, & Tees, 1981). In contrast, adults’ perception of speech sounds

is constrained by the phonetic organization of their native language. In particular, it

is easier for adults to discriminate contrasts between speech sounds that distinguish

word meanings in their native language than contrasts that do not (Liberman, Harris,

Hoffman, & Griffith, 1957).

By the end of their first year, infants’ pattern of speech sound discrimination

resembles that of adults from their language community (Kuhl, Williams, Lacerda,

Stevens, & Lindblom, 1992; Werker & Tees, 1984). In many cases, this means that

infants stop discriminating previously discriminable contrasts (Best, McRoberts,

LaFleur, & Silver-Isenstadt, 1995; Polka & Werker, 1994; Werker & Tees,

1984).1 Although it is somewhat counterintuitive to characterize decline in perfor-

mance as an indication of cognitive development, these changes in perception reflect

the efficacious focus of infants’ attention to only those acoustic dimensions that are

relevant for their native language.2 For this reason, developmental changes in speech

perception are among the first evidence that an infant has begun acquiring a native

language.

The early age at which infants’ speech perception exhibits influence from the

native language is remarkable. Yet, in the 17 years since these early language effects

were first documented, there has been no demonstration of a definitive mechanism to

account for this perceptual development. Some researchers have suggested that the

development occurs as a result of word learning (Best, 1995; Jusczyk, 1985; Lalonde

& Werker, 1995; MacKain, 1982; Werker & Pegg, 1992). For example, an infant

who learns the meanings of two words whose pronunciations differ only by a single

sound, e.g. bear vs. pear, may discover that this difference is important to attend to.

The plausibility of important sound differences being highlighted via meaning

differences is attested, at least for adults, because this is the standard method by

which field linguists discover the inventory of sounds that are used contrastively in a

language (Pike, 1947). However, this account cannot entirely explain native

language effects on infant speech perception, because the initial changes in percep-

tion precede infants’ ability to distinguish between similar word pairs. Although

language-specific discrimination of minimally-different nonsense syllables (e.g. [ba]

vs. [pa]) is evident before the age of 12 months, infants have not been shown to

discriminate minimally-different meaningful words (e.g. bear vs. pear) before 17

months of age (Stager & Werker, 1997; Swingley & Aslin, 2000; Werker, Fennell,

Corcoran, & Stager, in press). It is therefore unlikely that word learning is a primary

component in the initial restructuring of phonetic perception during infancy.

A second account for changes in speech perception draws on infants’ sensitivity to
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1 For certain phonetic contrasts discrimination appears to improve with exposure to a language (Aslin,

Pisoni, Hennessy, & Perey, 1981; Polka, Colantonio, & Sundara, 2001).
2 Certain non-native phonetic distinctions are apparently immune to this effect, however. Best, McRo-

berts, and Sithole (1988) and Best et al. (1995) showed that Zulu click sounds, which are unlike any

phones of English, are well discriminated by both English-learning infants and English-speaking adults,

suggesting that reductions in discriminability are mediated by the relationship of the non-native contrast to

native language phonetic categories.



distributional properties of their language (Guenther & Gjaja, 1996; Jusczyk,

Bertoncini, Bijeljac-Babic, Kennedy, & Mehler, 1990; Kuhl, 1993). Infants are

remarkably attuned to stochastic patterns in language. By 6 months, perception of

vowel sounds is affected by the phonetic distribution of the native language, such

that vowels that are prototypical in the language exhibit a strong perceptual pull on

less prototypical vowels, inhibiting discrimination (Kuhl et al., 1992). By 9 months

infants can discriminate between speech sound sequences that occur frequently in

their language and those that occur with lower probability (Jusczyk, Luce, &

Charles-Luce, 1994). The timing of these abilities, which rely on exposure to the

input language, conspicuously parallels the age at which language experience affects

the perception of non-native speech sounds, which begins to occur by 6 months for

vowels (Kuhl et al., 1992; Polka & Werker, 1994) and by 10 months for consonants

(Werker & Tees, 1984). Furthermore, infants’ sensitivity to distributional regula-

rities is so robust that it is evident after only brief (e.g. 2 min) exposure (Gómez &

Gerken, 1999; Saffran, Aslin, & Newport, 1996).

Infants’ sensitivity to distributional patterns provides a potential account for the

early effect of the native language on speech perception, because the distribution of

speech sounds an infant is exposed to from native language input reflects the

phonetic categories that are used in the language. For any given phonetic category

in a language, e.g. [b], actual tokens of the category vary considerably on several

acoustic dimensions. However, despite this variation, along certain acoustic dimen-

sions (e.g. voice onset time (VOT)) most tokens of [b] that are heard in the language

are more similar to each other than to tokens from some neighboring phonetic

category, e.g. [p].3 These stochastic properties of the input indicate which acoustic

dimensions are most informative for differentiating the phonetic categories of a

language: for properties that are highly informative for differentiating two sounds,

tokens from the two categories will form a bimodal distribution of values on that

dimension, such that most fall into one of two clusters, separated by a sparsely

populated region (see Fig. 1). If a given acoustic property is non-contrastive,

however (that is, it does not differentiate between two categories), speech sound

tokens will fall into a single (potentially wider) cluster, forming a unimodal distri-

bution. Previous research has demonstrated that non-human animals utilize distribu-

tional information for the purpose of discriminating phonetic categories (Kluender,

Lotto, Holt, & Bloedel, 1998); therefore, it is likely that infants are also sensitive to

this cue to category structure.

Our goal was to determine whether infants marshal their keen sensitivity to

stochastic patterns to track the distribution of speech sounds in a language. If so,

they should be able to use this information to determine the linguistic relevance of

various acoustic properties: unimodally distributed regions of sound indicate that an

acoustic property is uninformative for distinguishing speech sounds in a given

language, and therefore that property need not be attended to, while bimodal distri-

butions signal the linguistic importance of a contrast.
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To test this, we exposed infants to novel speech stimuli, arranged according to

systematically different distributions. We created a continuum of speech sounds

based on a phonetic contrast that infants between 6 and 8 months of age have

been shown to discriminate: voiced unaspirated vs. voiceless unaspirated stop

consonants (Pegg & Werker, 1997). We then exposed infants to the full continuum

of stimuli arranged in one of two distributional patterns (see Fig. 1). One group was

presented with a bimodal frequency distribution, such that stimuli near the endpoints

of the continuum occurred more frequently than the center stimuli. The other group

was presented with a unimodal distribution for the same stimuli, such that stimuli

from the center of the continuum occurred most frequently. We predicted that

infants exposed to a bimodal distribution would form a two-category representation

of these sounds, while infants exposed to a unimodal distribution would form a one-

category representation, and that they would be able to do this without any informa-

tion about whether the sounds expressed the same or different meanings in this mini-

lexicon. If this prediction is correct, after familiarization to stimuli exhibiting these

distributions, infants exposed to a bimodal distribution should be better able to

discriminate the contrast than infants exposed to a unimodal distribution.

Infants at 8 months of age have been shown to be sensitive to statistical informa-

tion (Jusczyk et al., 1994; Saffran, Aslin, & Newport, 1996; Saffran, Johnson, Aslin,

& Newport, 1999) and capable of learning distributional relationships between

linguistic units after short-term experimental exposure (Gómez & Gerken, 1999;

Jusczyk, Houston, & Newsome, 1999; Saffran, Aslin, & Newport, 1996). At 8

months infants should therefore be capable of performing the necessary computa-

tions for using distributional information to learn phonetic categories. However, at

this age the native language is already beginning to affect speech perception (Kuhl et

al., 1992; Werker & Tees, 1984). If evidence of development is already present at 8
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Fig. 1. Bimodal vs. Unimodal distributions of [da]–[ta] stimuli during familiarization. The continuum of

speech sounds is shown on the abscissa, with Token 1 corresponding to the endpoint [da] stimulus, and

Token 8 the endpoint [ta] stimulus. The ordinate axis plots the number of times each stimulus occurred

during the familiarization phase. The presentation frequency for infants in the Bimodal group is shown by

the dotted line, and for the Unimodal group by the solid line.



months, the mechanism responsible for that development should be present prior to

8 months. For this reason we tested both 6- and 8-month-olds, although for the

younger age group there is no experimental evidence of acquisition of native

language consonants or of statistical learning.

2. Experiment

2.1. Methods

2.1.1. Participants

Infants from English-speaking homes were recruited based on parental interest in

research participation. We excluded infants for whom English did not account for at

least 75% of their total language exposure. Twenty-four 6-month-olds (age range 6

months, 0 days to 7 months, 8 days; mean 6 months, 16 days) and 24 8-month-olds

(age range 7 months, 13 days to 9 months, 11 days; mean 8 months, 2 days) were

included in the study. An additional 12 infants were tested but excluded from

analyses for the following reasons: failure to meet language requirements (n ¼ 5),

crying (n ¼ 2), inattention to the visual stimulus (n ¼ 2), equipment failure (n ¼ 1),

experimenter error (n ¼ 1), and parental interference (n ¼ 1). Parental consent was

obtained prior to testing, in accordance with hospital and university standards for the

ethical treatment of human subjects. The infants were randomly divided between

two familiarization conditions (discussed below), with 12 infants from each age

group per condition. In all groups, infants were balanced for gender.

2.1.2. Stimuli

The experimental contrast was between voiced vs. voiceless unaspirated alveolar

stops [d] and [t]. The voiceless unaspirated [t] occurs after “s” in English, in words

like stop.4 The syllables [da] and [ta] were produced by a female American-English

speaker ([s] was excised from [sta] to create [ta]), and then digitally edited and re-

synthesized to form an eight-point continuum from [da] to [ta], using Kay

Elemetrics Analysis and Synthesis Laboratory. All [da] and [ta] stimuli were 465

ms in duration.

The phonetic difference between [da] and [ta] was in the presence of prevoicing

(VOT $290 ms) for [da], as well as in the trajectories of the first two formants,

from vowel onset to vowel center. For [da], the difference between formant frequen-

cies at vowel onset vs. vowel center was greater than for [ta], resulting in a steeper

onset trajectory for [da].

To de-emphasize the experimentally relevant acoustic dimensions, making the

task more like natural language acquisition, we included four tokens each of filler

syllables [ma] and [la] during familiarization, in addition to the eight [da]–[ta]

stimuli. The filler stimuli ranged from 459 to 472 ms in duration, and were created
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English speakers to discriminate syllable-initial unaspirated [t] from voiced [d], and English-learning
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in the same manner as the experimental stimuli, with the exception that they did not

form a continuum or correspond to any particular statistical distribution.

2.1.3. Procedure

We utilized a variation of the preferential looking procedure (Jusczyk & Aslin,

1995). After familiarization with speech stimuli, infants were presented with an

auditory test stimulus from a speaker located above a monitor displaying a visual

pattern, and looking times to the auditory/visual stimulus pairing were measured.

Differential looking times to two different types of auditory stimuli indicate that

infants discriminate them.

The experiment began with a familiarization phase, during which infants heard

six blocks of 24 syllables each. Each block was composed of 16 stimuli from the

[da]–[ta] continuum (the entire continuum, presented according to either a unimodal

or bimodal frequency distribution, as shown in Fig. 1), and the eight filler syllables.

Syllables were presented in random order, with an interstimulus interval (ISI) of 500

ms. The total length of familiarization was 2.3 min.

We tested phonetic discrimination using a paradigm developed by Best and Jones

(1998), in which there are two types of test trials; on half of the test trials (Non-

Alternating trials) a single stimulus is repeated, while on the other test trials (Alter-

nating trials) infants hear an alternation between two different stimuli. Because

discrimination of these two types of test trials hinges on infants’ ability to perceive

the alternation on Alternating trials, differential looking times to Alternating vs.

Non-Alternating trials demonstrate discrimination of the stimuli composing the

Alternating trials. Previous studies using this type of procedure to assess phonetic

discrimination have found longer looking times on Alternating trials (Best & Jones,

1998). In the statistical learning literature, though, infants generally display a

novelty preference (Saffran, Aslin, & Newport, 1996; Saffran et al., 1999). Since

in the present study the test phase directly follows a familiarization phase in which

infants hear a string of varied syllables, a novelty preference would be evident in

longer looking times on Non-Alternating trials. However, any significant difference

in looking times for the two types of test trials would indicate discrimination of the

test stimuli.

Infants were presented with eight test trials. Test trials were ordered such that

every other trial was Alternating (and vice versa), with order counterbalanced in

each group. On each test trial, infants heard a string of eight stimuli with an ISI of 1

s, for a total length of 11 s per trial. On half of the Non-Alternating trials the repeated

stimulus was Token 3 from the experimental continuum, while on the other Non-

Alternating trials it was Token 6. On the remaining four test trials, infants heard an

alternation between the two endpoint stimuli, Tokens 1 and 8. The test stimuli were

chosen such that they had each occurred equally frequently in both familiarization

conditions (Tokens 3 and 6 occurred eight times each, and Tokens 1 and 8 occurred

four times each). Thus, any differences observed between infants from the two

familiarization conditions could not be attributed to differences in exposure to the

particular test stimuli. To reduce the possibility that the frequency distribution of

stimuli presented during the test phase would counteract any learning that had
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occurred during familiarization, the test phase was designed to exemplify a flat

distribution: Tokens 1, 3, 6, and 8 were each presented a total of 16 times over

the course of the test phase.

The experiment was conducted in a sound-attenuated room. Infants were seated

on their parent’s lap, 115 cm in front of a Panasonic CT-27XF37C television moni-

tor and a BOSE model 101 speaker. The monitor and speaker were connected to a

PowerMacintosh G3 computer in an adjoining control room, and presentation of

auditory and visual stimuli was controlled by the program Habit, developed by L.B.

Cohen (University of Texas, Austin, TX). The infants’ gaze was monitored over

closed-circuit TV in the control room via a Panasonic PV-5770-K Omnimovie

SVHS video camera positioned below the television monitor, and the entire experi-

ment was videotaped to check the reliability of looking-time measurements.

On each trial a salient visual stimulus (a flashing ball) was presented to draw the

infant’s attention to the television monitor. Once the infant oriented towards the

screen, the experimenter began a trial. On each trial, the auditory stimulus was

presented at a volume between 65 and 70 dB, paired with an unrelated visual

stimulus (a colorful picture of flowers during familiarization, a black-and-white

checkerboard pattern during the test). Throughout the experiment the parent listened

to masking music through Peltor workstyle headphones, so that they could not

inadvertently influence their infant’s looking behavior.

2.2. Results and discussion

Mean looking times for infants in each condition for the two types of test trials are

provided in Table 1. A mixed-design ANOVA (2 Familiarization Conditions £ 2

Age Groups £ 2 Test Trial Types) revealed a main effect of Familiarization Condi-

tion (F½1; 44� ¼ 4:913, P , 0:05), with infants in the Bimodal condition showing

longer overall looking times (M6months ¼ 6:03 s, M8months ¼ 5:80 s) than infants in

the Unimodal condition (M6months ¼ 4:81 s, M8months ¼ 5:09 s), but no significant

effect of Age Group (F½1; 44� ¼ 0:033, NS), or Trial Type (F½1; 44� ¼ 2:787, NS).

The interaction of Trial Type and Familiarization Condition was marginally signif-

icant (F½1; 44� ¼ 3:629, P ¼ 0:063). Because of the lack of an age effect, data from

the two age groups were pooled in subsequent analyses. Planned pairwise compar-

isons confirmed the specific hypothesis that a difference in Test Trial Type (Alter-

nating vs. Non-Alternating) would be present for infants in the Bimodal

(t½23� ¼ 2:273, P , 0:04), but not the Unimodal condition (t½23� ¼ 0:197, NS).
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Table 1

Mean (SE) looking times for infants in each age group and familiarization condition on Alternating and

Non-Alternating trials

Alternating trials (s) Non-Alternating trials (s)

6 months Unimodal 4.85 (0.47) 4.53 (0.51)

8 months Unimodal 4.98 (0.63) 5.20 (0.56)

6 months Bimodal 5.66 (0.44) 6.41 (0.32)

8 months Bimodal 5.45 (0.52) 6.15 (0.56)



The frequency distribution of familiarization stimuli significantly affected beha-

vior during the test phase. At both ages, infants from the Bimodal condition looked

longer on Non-Alternating test trials than on Alternating trials, while infants from

the Unimodal condition showed no preference, indicating that only infants in the

Bimodal condition discriminated the test stimuli. Because the infants were famil-

iarized to strings of varied syllables, the Bimodal infants’ longer looking times on

Non-Alternating trials exemplify a novelty preference.

3. General discussion

These results demonstrate that infants are sensitive to the frequency distribution

of speech sounds in the input, and that this sensitivity is present during the age range

in which developmental changes in speech perception are observed. This finding

suggests that attention to the statistical distribution of speech sounds in the input is

one factor driving the development of speech perception over the first year of life.

An interesting corollary is that infants familiarized to a unimodal distribution did

not discriminate the test stimuli, although previous research showed this contrast to

be discriminable at these ages (Pegg & Werker, 1997). This finding suggests that

exposure to a unimodal distribution has the effect of reducing discrimination. These

results parallel the behavior of infants who have amassed months of exposure to the

native language: many non-native contrasts that are discriminable during the first 6

months are no longer discriminated later in infancy (Best et al., 1995; Werker &

Tees, 1984). Of course, in the present study this reduced discrimination for infants in

the unimodal condition was both more rapidly induced (after only 2.3 min of expo-

sure) and presumably less robust than the reduced discrimination of non-native

contrasts resulting from native language input, where information about phonetic

distributions is less concentrated than in this artificial lexicon. It is likely that

distributional information also has the converse effect on perception. For certain

native language contrasts discrimination appears to improve between infancy and

adulthood (Aslin et al., 1981; Polka et al., 2001). A distribution-sensitive mechanism

predicts that discrimination can be enhanced by exposure to a multimodal distribu-

tion of speech sounds.

Sensitivity to probabilistic patterns in the input is not restricted to infancy, but

contributes to learning throughout the lifetime (Maye, 2000; Maye & Gerken, 2000;

Saffran, 2001; Saffran, Newport, & Aslin, 1996; Saffran, Newport, Aslin, Tunick, &

Barrueco, 1997), and is present in both humans and non-human animals (Hauser,

Newport, & Aslin, 2001; Kluender et al., 1998). In addition to its probable role in

speech perception, this sensitivity contributes to word segmentation (Saffran, 2001;

Saffran, Aslin, & Newport, 1996; Saffran, Newport, & Aslin, 1996) and the acquisi-

tion of constraints on speech sound sequences (Jusczyk et al., 1994; Zamuner, 2001)

and grammatical structure (Gómez & Gerken, 1999; Saffran, 2001), as well as to

non-linguistic tasks, such as visual discrimination of textures (Chubb, Econopouly,

& Landy, 1994; Julesz, Gilbert, Shepp, & Frisch, 1973) and segmentation of tone

sequences (Saffran et al., 1999).
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The broad generality of a statistical learning mechanism suggests that it may also

be present in younger infants. If this is the case, then performance in the present

experiment should not be restricted to these age groups; rather, we would expect

younger infants to perform similarly to 6- and 8-month-olds. If this prediction bears

out, the question arises of why infant speech perception does not exhibit native

language effects until well into the first year of life? We suggest that the latency

of changes in speech perception is governed by the quality of infants’ statistical

representations for speech sounds in the input. In the real world, as opposed to this

artificial paradigm, it may take 10 months of exposure to a language for an infant to

build up dense enough representations of consonants to differentiate between unim-

odal and multimodal distributions. The fact that changes in vowel perception occur

somewhat earlier (around 6 months) supports this explanation: since there are fewer

vowel categories in any language than consonant categories (e.g. Standard Amer-

ican English has ten vowels and 24 consonants), and vowels make up the majority of

the speech signal, we would expect distributional representations to develop earlier

for vowels than consonants.

In summary, this study demonstrates that infants of 6 and 8 months of age can

harness a domain-general learning mechanism, stochastic learning, to facilitate

acquisition of a domain-specific system. Infants are able to use distributional infor-

mation in input speech to detect phonetic category structure. Evidence of the opera-

tion of this powerful learning mechanism in the service of phonetic categorization

provides our first insights into just what the mechanism might be that allows infants,

prior to acquisition of words or grammatical structure, to use the acoustic variability

inherent in speech to discern the phonetic organization of the native language.
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