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1. Introduction

Our topic is skepticism and memory.  Skepticism is the view that we cannot have knowledge or rational belief in some important area.  I mean by ‘knowledge’ and ‘rational belief’ what they mean in ordinary English.  I will use ‘warrant’ as a technical term for whatever it is that makes the difference between knowledge and mere true belief. (I assume, with Plato, that there is a difference between knowing a truth, and merely believing that truth.) Although most of the skeptical arguments discussed in this chapter could be formulated so as to conclude either that we lack rational belief or that we lack knowledge (or warrant), for specificity, I will normally just formulate them so they conclude the latter.
The topic of memory covers many cognitive processes and qualities.
 I will focus on the cognitive qualities attributed to Fred in the following, ordinary English sentences: 
I. Fred remembers that Tammy ate the taco.

II. Fred remembers Tammy eating the taco.

III. Fred has memories (or a memory) of Tammy eating the taco.
IV. Fred’s knowledge that Tammy ate the taco is stored in his memory.

V. Fred has excellent memory.
In this chapter, I will present and explore various arguments for skepticism that can arise when considering these qualities.
 My focus will be on the aspects of the arguments that are unique to memory, which are not shared, for example, by the more often explored skeptical arguments related to perception.  I will also point out ways that the two types of skeptical arguments differ. 
This exploration will be opinionated, meaning that I will give my own perspective on the arguments.  However, I do not pretend to be giving the last word or providing an exhaustive treatment.  I will instead often provide some of the key points in the dialectic, leaving references in the footnotes for further research and study.
2. Memory as Faculty

2.1 Global Skeptical Memory Argument
In sentence (V), “Fred has excellent memory,” the word ‘memory’ picks out a faculty or power of the mind, which allows Fred to have the sort of qualities mentioned in sentences (I)–(IV).  With memory, we store, retain, and recall our knowledge of the world.  Suppose I learn, via the class schedule, that my class begins at 3:00pm.  It is by memory that I store this knowledge, retain it, and recall it later in the day when I remember that my class begins at 3:00pm.
Here, a skeptical threat arises.  How do I know that my memory reliably performs these functions?  And if I don’t know that it does, how can I know anything on the basis of my memory?  I will state these questions more forcefully as an argument:
1) I can know a proposition on the basis of a faculty only if I know that faculty is reliable.

2) I cannot know that my memory is reliable.

3) Therefore, I cannot know a proposition on the basis of my memory.
Call this a global skeptical memory argument.  It is global since it involves the reliability of my memory as a whole.  The later local skeptical memory arguments are only about the reliability of memory in certain circumstances or domains.  I will generally present my skeptical arguments using the pronoun ‘I’, with the assumption that they can also apply to you, the reader.  After presenting some preliminary reasons to believe premises (1) and (2) in this section, I will engage in deeper discussion of the argument in the following sections.
In favor of premise (1), suppose someone makes a claim about health, and you ask him where he got his information.  He answers, “A random website on the Internet!  And I don’t know whether it’s reliable.” Perturbed, you would conclude that he does not know that the health claim is true.  More generally, it at least initially seems that you cannot know a proposition on the basis of a source (or faculty) if you do not know it is reliable.
Regarding premise (2), why think we cannot know that our memory is reliable?  I might try to prove that I can know my memory is reliable by thinking about the many times it delivered correct information in the past.  There was that time I aced my history exam and that other time that I recited a poem.  Aren’t these good grounds for believing my memory is reliable?
No, an objector might say, such a belief would be epistemically circular.  One’s belief that faculty F is reliable is epistemically circular if one used F to come to believe that F is reliable.  In this case, I used memory to justify my belief in the reliability of my memory.  And this circularity, the objector claims, makes the belief unwarranted.  (Epistemic circularity is different from logical circularity, which, roughly, is a property of arguments that include the conclusion as one of the premises.)
Here is the argument for (2):
2a) Any reasoning in favor of the conclusion that one’s memory is reliable will either result in epistemically circularity or not be sufficient to justify the belief.

2b) If (2a) is true, then I cannot know that my memory is reliable.
2)  Therefore, I cannot know that my memory is reliable.

I will examine this argument in the following sections.  
2.2 Discussion of Premise (2a)
We have seen that arguing for the reliability of memory by appealing to its past performances will result in epistemic circularity.  But perhaps I can use present perceptual knowledge to confirm whether a prediction of my memory is correct; this could provide noncircular justification for believing that my memory is reliable.  In Roy Harrod’s (1942, 65) example, he uses his memory of past observations of lightning to predict the ending of a presently seen flash of lightning.  As his memory predicted, the lightning ended!  His perceptual knowledge – his seeing that the lightning ended – provided, without any circularity, some justification for believing that his memory is reliable.
However, a single correct output from memory will not be sufficient to justify the belief that his memory is generally reliable; this would be a hasty generalization.  Suppose, then, that he tries to provide additional justification for believing that his memory is reliable by way of a second correct prediction.  This will result in epistemic circularity, since now he would be forced to remember the previous success of his memory with the lightning.  Predictions of memory, therefore, can provide only a small amount of justification for noncircular belief that one’s memory is reliable.

Instead of appealing to prediction, perhaps we can appeal to inference to the best explanation.
 We are often justified in believing the best explanation of the data when it is a good one.  For example, I am justified in believing that Timmy ate the cookies because that is a good, and the best, explanation of the missing cookies and the crumbs on his hands.  Now, what is the data in our case?  They are the facts one can know without memory, say, what I know by introspection and perception.  I can introspect that I have many memories and beliefs about the past, and I can perceive many present facts about the external world.  The best, and a good, explanation for this coherent set of facts is that I have interacted with this world in the past, and these memories and beliefs are mostly accurate.  In other words, the best explanation is that my memory is reliable.

Here is the inference to the best explanation argument:
i) The hypothesis that my memory is reliable is a good, and the best, explanation of both a) the facts about the world that I know via perception, and b) the facts about my memories and beliefs that I know via introspection.
ii) Therefore, my memory is probably reliable.

Unfortunately, premise (i) is doubtful.  At any moment, the facts that I know only via perception and introspection are very few.  I introspect and “see” that I have a memory of my 10th birthday.  At the same time, I see that there is a computer.  It is implausible that my memory is reliable is a good explanation for there is a computer and I have a memory of my 10th birthday; they are too unrelated.  Now, perhaps there are a few more facts that I know, at that moment, on the basis of only introspection and perception.  Unfortunately, it seems that they will not be sufficient to justify thinking that the proposition that my memory is reliable is a good explanation of them.  There are just too few facts known via perception and introspection in one instant, what philosophers call the specious present.

Suppose I did have a powerful enough mind so that I could perceptually and introspectively know a plenitude of facts all at once, so that my memory is reliable was in fact a good explanation for them.  It would still be another step to know that it is the best explanation of those facts, which would require considering alternative explanations and evaluating them (by standard criteria such as simplicity and explanatory power).  Unfortunately, this process would require memory.  For example, a moment after reflecting, I might have to recall a) the original facts and explanations, b) which explanation I was considering, or perhaps c) what I am even doing in the first place.  So, the inference to the best explanation argument against (2a) fails.

Having blocked two attacks on (2a), I will formulate an argument in favor of it.

2a’) Any reasoning in favor of the conclusion that one’s memory is reliable will either be so intellectually sophisticated that it requires the use of memory or so simple that it cannot justify believing it.

2a”) If (2a’), then (2a).

2a) Therefore, any reasoning in favor of the conclusion that one’s memory is reliable will either result in epistemically circularity or not be sufficient to justify the belief.
We saw above that those who use the predictions argument or the inference to the best explanation argument to attack (2a) only avoided one horn of (2a’) at the cost of getting impaled by the other.  I advise future critics of (2a) to focus on avoiding the two horns mentioned in (2a’).
We can see how (2a) raises different issues than would a premise in an analogous argument that concludes that we cannot know that our perception is reliable.
 Yes, it is difficult to argue, in a noncircular way, that one’s perception is reliable, but one can at least engage in intellectually sophisticated chains of reasoning.
 For example, inspired by Descartes, one might formulate an ontological argument for God’s existence and then argue that since God is not a deceiver, one’s perception is reliable.  Unfortunately, such reasoning would require the use of memory and thereby be unavailable for those who want a good, noncircular argument that their memory is reliable.

Many now know just how easy it is to fall prey to epistemic circularity.  However, we must be careful not to over-attribute the use of memory.  Consider the following quote by Ted Poston:
How long does it take you to read this sentence?  Did you rely on memory at all in reading that sentence?  What is the most complex thought you can entertain without relying on memory at all?  These questions raise a fundamental epistemological issue concerning our ability to justify our extensive reliance on memory.  Nearly every thought relies on memory.  Even simple thoughts we entertain in the fleeting present—e.g., “green here now”—rely on our apparent memory that the meanings of our terms are constant and that the ‘I’ which now thinks is the same ‘I’ that thought a moment ago. (2016, p. 183)
It is not obvious that having the thought, “green here now” relies on memory in the way Poston suggests.  Suppose a boy looks at a green object and has the thought expressed by “green here now”.  Does he also need an apparent memory that the meanings of his terms are constant and that the ‘I’ which now thinks is the same ‘I’ that thought a moment ago?  No.  This is overintellectualization; the six-year-old has no such memories.
The following remarks will help us to make correct attributions of memory and avoid circularity.  The sort of memory that is the focus of this paper, the sort attributed by the sentences (I)–(IV), are all undergirded by a single faculty, what some psychologists call ‘declarative memory’.  Some psychologists also use the word ‘memory’ – and more specifically, ‘nondeclarative memory’ – to pick out the mechanisms responsible for simple classical conditioning, priming, procedural skills, and more.  Perhaps the boy needs some nondeclarative memory to have the thought expressed by “green here now”.  Now, Michaelian (2010) has argued that there is no single faculty (or natural kind), memory, that unites declarative and nondeclarative memory; they are distinct systems.  If he is right, then although one falls into circularity when one uses declarative memory to believe that my declarative memory is reliable, one might avoid circularity if one only uses nondeclarative memory. (For the rest of this chapter, I will continue to use ‘memory’ to pick out only declarative memory, that which undergirds the qualities attributed by (I)–(IV).)
How, then, do we know when declarative memory is being used?  If the type of qualities attributed in (I)–(IV) can be correctly attributed, then declarative memory is being used.  Unfortunately, exploring this question in further detail is beyond the scope of this paper.  We can see, then, how discussions of the nature of memory are relevant to discussions of epistemic circularity, and hence, to our skeptical argument.

2.3 Discussion of Premise (2b)
To sum up, the criticisms of (2a) have decent replies, and I have also mounted a positive argument for (2a).  Let us now turn to (2b).  It states,

2b) If any reasoning in favor of the conclusion that one’s memory is reliable will either result in epistemically circularity or not be sufficient to justify the belief, then I cannot know that my memory is reliable.

To counter it, we must think of how I might know my memory is reliable, even if any reasoning in favor of this conclusion will either result in epistemic circularity or be insufficient to justify the belief.  Here are two potential ways.
First, perhaps I know that my memory is reliable noninferentially; I need not know it on the basis of reasoning.  Indeed, this option is psychologically plausible.  Most people do not reason to the conclusion that their memory is reliable.  It’s something they just believe without any reasoning.

But why think that this noninferential belief is warranted?  An epistemological theory could provide the explanation.  According to a simple version of externalist reliabilism, a belief is warranted in virtue of being produced by a reliable process.
 Thus I could say that my noninferential belief that my memory is reliable is warranted not in virtue of a reasoning process, but in virtue of the reliability of the process producing the belief.  Perhaps we evolved reliable faculties that produce noninferential beliefs about the reliability of our memory, and none of those faculties use memory.  Although I chose reliabilism for my illustration, other epistemological theories could also undergird an attack on (2b).  For example, according to proper functionalism, a belief is warranted if and only if it is produced by properly functioning, truth-aimed, reliable faculties in the right sort of environment.  A proper functionalist could tell a similar story of how we have such a noninferential belief.

One could argue that even if the belief is noninferentially formed, it is still epistemically circular.  Arguably, even to form the belief that my memory is reliable, I need the concepts of memory and of reliability, and this will require having some knowledge of what memory and reliability are.  But this knowledge will presumably be stored in my memory.  Hence, I am using memory in the process of forming my noninferential belief after all.  Each premise of this argument could be further explored: that having the belief that memory is reliable requires concept possession, that concept possession requires background knowledge, and that memory is involved in this knowledge.

The second objection to (2b) is one I endorse.  It questions whether circularity necessarily renders a belief unwarranted.  Let the term ‘benign circularity’ indicate circularity that does not make a belief unwarranted, and ‘malignant circularity’ to indicate circularity that does.
 The objection has two steps.  The first step develops a plausible theory of epistemic circularity that specifies conditions under which a circular belief is benign.
 The second step shows that the belief that one’s memory is reliable can meet those conditions.
I will use Bergmann’s (2006) theory for the purpose of illustration.  He thinks that if, prior to the formation of the epistemically circular belief that faculty F is reliable, the believer already seriously doubted, or should have been seriously doubting, the reliability of F; then this circularity is malignant.
 Otherwise, it is benign (p. 199).  For example, suppose I already seriously doubt (or should seriously doubt) that my memory is reliable.  Then, any use of memory to try to justify my belief that my memory is reliable will result in malignant, circular belief.  Such a belief is unwarranted.  One reason we are inclined to think that all circular belief is malignant is because we are normally focusing on cases where one has, or should have, serious doubt (p. 200).
On the other hand, suppose I never seriously doubted, nor should have seriously doubted, that my memory is reliable.  Then I can use my memory to recall my track record of successful memory performance and form the belief that my memory is reliable.  Or I might just noninferentially believe that my memory is reliable, making use of the concepts of memory and reliability that are stored in my memory.  These ways of forming the belief that my memory is reliable might be circular, but according to Bergmann’s theory, the circularity is benign.  Furthermore, with circularity no longer an issue, nothing stands in the way of these beliefs being warranted, so long as the other conditions for warrant are met. (These other conditions will be determined by whatever is the true theory of warrant, whether it be a reliabilist view, a proper functionalist view, or something else.)
A number of theories allow for benign circularity.
 Since circularity so easily infects beliefs about memory’s reliability – more easily than beliefs about perception’s reliability – it is surprising how so little has been written that applies these theories to discussions about skepticism and memory.
 I hope I have helped fill that lacuna.  Lastly, although I find such theories plausible, I still find moving the following quote by Richard Fumerton (1995, 177):
All of this will, of course, drive the skeptic crazy.  You cannot use perception to justify the reliability of perception!  You cannot use memory to justify the reliability of memory! ... Such attempts to respond to the skeptic’s concerns involve blatant, indeed pathetic, circularity.

I confess that I do still feel something illegitimate about epistemic circularity, and there is more to be said about this issue.  I recommend that those who defend skeptical arguments about memory to make as their targets the theories that allow for benign circularity.  If they win that battle, then I believe that there is little hope for the believer in the reliability of memory.

2.4 Discussion of Premise (1)
Can I know a proposition on the basis of a faculty only if I know that faculty is reliable?  Not knowing the reliability of the Internet source seemed to prevent my friend from knowing the health claim.  However, the fact that he couldn’t know in that particular case does not mean that no believer could ever know on the basis of a source that she does not know is reliable.  Think of children’s knowledge.  It seems that little Timmy could know that he sees cookies even if he doesn’t know that his perception is reliable; he might have never given it a thought.

Epistemologists have suggested ways to honor the intuitions in both the Internet case and the Timmy case.  A random source from the Internet has a significant chance of being unreliable.  We thereby have reason to doubt its reliability.  Now consider, 
1’) I can know p on the basis of a faculty only if I don’t have good reason to doubt that the faculty is reliable.
Since condition (1’) is not met in the Internet case, we cannot know on the basis of the website.  On the other hand, although little Timmy doesn’t know that his perception is reliable, he has also never gained a good reason to doubt it.  In accordance with (1’), Timmy can still know that he is receiving cookies.  Similarly, unless we have gained good reason to doubt that our memory is generally reliable, which we have not, then (1’) allows that we could know on the basis of memory.

2.5 Local Skeptical Memory Arguments
Both premises of the global skeptical memory argument that we discussed are subject to serious objections.  But aren’t there circumstances in which we cannot know on the basis of our memory because we have good reason to doubt our memory’s reliability in those circumstances?  Suppose you were inebriated at the philosophy party last night.  As you remember things, you were the star, dazzling everybody with your wit and philosophical acumen.  However, you also know from past experience that alcohol affects your memory in such a way that, the next morning, you end up with an inflated view of your social interactions.  You realize that you meet these conditions.  It seems that you cannot know that you were the hit of the party.
In addition to anecdotal evidence, the scientific study of memory can reveal circumstances in which our memories are unreliable.  For example, in one experiment, subjects who studied a list of words connected by a theme would later falsely recall the theme word being on the list.
 If the subjects studied words such as ‘bed’, rest’, ‘tired’, and ‘dream’, then they would later incorrectly recall ‘sleep’ being on the list.  Now, suppose someone finds himself in such a context, where he is memorizing related words in a scientific study, and then he finds himself “recalling” the theme word in the list.  Given that he knows of such studies, he would not be warranted in believing that the theme word was on the list.

In these examples, one has reason to doubt that one’s memory is reliable in a particular circumstance.  However, one need not doubt the reliability of all of one’s memory in those circumstances.  Surely, you can still remember that you were at a party, that some people were there, and that you drank some alcohol.  The reliable production of those beliefs is not called into question.  In the scientific study, you can still remember what your name is and that you are in a lab.  So, not only is the unreliability of the faculty in those circumstances relevant, but also its unreliability within a certain domain.
We can now formulate a schema for local skeptical memory arguments:

1”) If I have good reason to doubt the reliability of a faculty’s belief outputs in certain circumstances in a certain domain, then such a belief is not warranted.
2) I have good reason to doubt the reliability of memory’s belief outputs in certain circumstances in a certain domain.

3) Therefore, such a belief (that mentioned in premise (2)) is unwarranted.

I argued above that the global memory skeptical argument is subject to serious objections.  Yet local memory skeptical arguments are likely successful in some cases.  Furthermore, we can now see how the scientific study of memory can aid us in formulating plausible skeptical arguments.  It is very unlikely that science will ever show that our memory overall is unreliable, but it will certainly be able to specify the unreliability of memory in certain circumstances and domains.
It remains to be answered why the relevant “certain circumstances” and “certain domain” include what they do.  In the party case, the relevant circumstance was being inebriated and the domain was beliefs about my social performance.  But why didn’t the domain also include your beliefs about whether you were at the party?  Why didn’t the relevant circumstances also include that you were breathing air?  Exploring the interesting question of how to determine the relevant domain and circumstances is unfortunately beyond the scope of this paper.  Fortunately, we do have an intuitive grasp of what the relevant circumstance and domain are in many cases, and we will have to settle for that.
3. Memory as Storage Unit

Recall sentence (IV), “Fred’s knowledge is stored in memory,” and sentence (V), “Fred has excellent memory.” (V) uses ‘memory’ to denote a faculty.  (IV), on the other hand, uses ‘memory’ to refer to something like a container in which knowledge and other information can be kept.  I could use my memory (the faculty) to store information in memory (the container).  Of course, memory is not literally a container.
 It does not hold information, beliefs, or knowledge, like a box holds its contents.  In fact, it is not obvious what is going on when one stores knowledge in one’s memory.  Fortunately, we do understand what people mean by sentences like (IV), and that is enough to understand this section. 
Here is an argument that many of the beliefs in our memory that we think are warranted are not.  Plausibly, Tim, an adult raised in the United States, knows that Columbus sailed in 1492, even if he has completely forgotten where or how he learned it.  The belief is just stored in his memory.  However, it seems that the initial evidence upon which Tim based his belief no longer exists.  But warranted belief requires that the belief be based on evidence.  Therefore, Tim’s stored belief that Columbus sailed in 1492 is not warranted after all.  Here is the form of this argument:
1) If a belief is not based on good evidence, then it is not warranted.

2) Tim’s stored belief that Columbus sailed in 1492 is not based on good evidence.

3) Tim’s stored belief that Columbus sailed in 1492 is not warranted.
Such an argument could be applied to many of our stored beliefs.

Interestingly, such a skeptical argument has rarely, if ever, been formulated.  The reason is that many find the denial of the conclusion to be far more plausible than any of the premises.  In fact, some use the intuitive plausibility of the denial of (3) to then form an argument to attack (1)!
~(3)  Tim’s stored belief that Columbus sailed in 1492 is warranted.

2) Tim’s stored belief that Columbus sailed in 1492 is not based on good evidence.

~(1)  It’s not the case that if a belief is not based on good evidence, then it is not warranted.

Another option is to deny premise (2) by saying that the belief is based on evidence.  The challenge for such a denier would be to find a plausible candidate for what that evidence might be.  Perhaps Tim has other stored beliefs that could serve as his evidence.  Or maybe Tim’s belief is still based on the evidence that exists in the past, even if that evidence no longer exists now.  A detailed exploration of these candidates is beyond the scope of this chapter.

4. Memories and Russellian Skepticism

4.1 A Difference Between Perceptual Beliefs and Memory Beliefs
Recall sentences (I) “Fred remembers that Tammy ate the taco,” (II) “Fred remembers Tammy eating the taco,” and (III) “Fred has a memory of Tammy eating the taco.” Sentences like (II) and (III) typically refer to events the person experienced in the past; this is not so for (I).
 For example, I can remember that Socrates taught Plato.  But I certainly – and unfortunately – do not remember Socrates teaching Plato, nor do I have any memories of Socrates teaching Plato.
Memories are of events we have experienced or felt that we experienced; they might not be accurate.
 Suppose Fred has memories of Tammy eating the taco.  Even if Tammy didn’t actually eat the taco, Fred might still have memories of her eating the taco.  They would just be false memories.  Similarly, we could say that Fred remembers Tammy eating the taco, even though she didn’t actually eat it; he just remembered incorrectly.  Some might prefer to call such memories apparent memories and say that Fred only seemed to remember Tammy eating the taco.  I believe that ordinary English does not require adding these qualifiers, so I will not add them, although I invite those who think they are required to do so.

We sometimes base our beliefs on our memories.  Consider a witness trying to recall a crime scene:
Detective: “Try to remember the color of the car.  What color was it?”

Witness: “Umm… Let’s see, I remember it being maroon.”

Detective: “You have a memory of it being maroon?”

Witness: “Yes!”

Plausibly, the witness can come to believe that the car was maroon on the basis of her memory of the car being maroon.  In her mind’s eye, she might picture a memorial image of the car being maroon and then believe on that basis.  However, much knowledge stored in memory is not based on memories in this way.  While he is asleep, Fred knows that Columbus sailed in 1492, and this knowledge is not based any of his memories.
 And depending on how one interprets the arguments of the previous section, the knowledge might not be based on any evidence at all.

Perceptual beliefs, on the other hand, are typically or always based on sensory experiences.
 My belief that that house is yellow is based on my visual experience, the sort one has when seeing a yellow house.  Epistemologists then exploit the gap between how things appear and how things are, the appearance-reality gap, to formulate skeptical arguments.
 For example,
1) We cannot know that a demon is creating sensory experiences in us with no corresponding external world.

2) If (1), then we do not know anything about the external world.

3) Therefore, we do not know anything about the external world.
Call this the perceptual skeptical possibility argument.
Such an argument is toothless in the case of memory:
4) We cannot know that a demon implanted false memories into our minds, with no past that corresponds to those memories.

5) If (4), then we do not know anything about the past.

6) Therefore, we do not know anything about the past.
The key difference between the two arguments is the justification of their second premises.  Regarding premise (5), we have a way of knowing about the past that does not depend on our memories.  It is our stored knowledge.  Fred’s stored knowledge of his phone number and the name of his hometown, for example, does not depend on his memories.  On the other hand, apart from our sensory experiences, we have little to no knowledge about the external world.  So, a difference between these two arguments is that one is driven by an appearance-reality gap, and the other is not.
4.2 Russellian Skepticism
This “victory” is short-lived.  There is still a skeptical argument about the past that is at least as challenging as the perceptual skeptical possibility argument.  Consider the following famous quote by Bertrand Russell:
There is no logical impossibility in the hypothesis that the world sprang into being five minutes ago, exactly as it then was, with a population that “remembered” a wholly unreal past. There is no logically necessary connection between events at different times; therefore, nothing that is happening now or will ever happen in the future can disprove the hypothesis that the world began five minutes ago

(1921, p. 159).
The earlier argument suggested the possibility that false memories were implanted in me by an evil demon.  Russell’s scenario contains the possibility that the beliefs stored in my memory were also implanted and false.  So, the typical skeptical argument about the external world envisages a scenario in which my perceptual evidence is the same but my beliefs are false.  In the case where the belief is not based on any evidence, Russell challenges us with the possible scenario in which the belief is false; no mention of evidence is needed because there is none.  This is a structural difference in the perceptual and memory arguments.
Let us turn Russell’s evocative quote into an argument:
7) I cannot know that Russell’s hypothesis did not occur.
8) If (7), then I do not know anything about the past.

9) Therefore, I do not know anything about the past.
Call this the memory skeptical possibility argument.
4.3 Responses
Much has been written about the perceptual skeptical possibility argument that easily translates over to the memory skeptical possibility argument.  Since little here is unique to the memory argument, I will provide only a brief discussion.
One might deny the closure principle that undergirds premise (8).  A version of it states,
(Closure Principle): If I know that p, and I know that p entails q, then I am in a position to know q.
Equivalently, if I am not in a position to know q, and I know that p entails q, then I do not know that p.  Thus, since I cannot know that Russell’s hypothesis did not occur, and I also know that this entails there is no past (as I believed it to be), it follows that I don’t know anything about the past (as I believed it to be).  Although the Closure Principle seems very plausible, a number of objections have been raised against it.

Another option is to deny premise (7) by arguing that we can know that Russell’s scenario did not occur.  Perhaps we can know this noninferentially by way of a reliable common sense mechanism that is responsible for getting us to deny seemingly absurd claims.
 One could also argue that, contrary to appearances, Russell’s scenario is in fact incoherent or impossible; hence, we can know that it did not occur.

Lastly, perhaps one could argue that Russell’s scenario did not occur by appealing to inference to the best explanation.  One could argue that the existence of an ordinary past is a far better explanation of our current sensory experiences, beliefs, and memories, than Russell’s hypothesis.  It would be better because it contained more virtues, such as simplicity, parsimony, and explanatory scope.  It would be interesting to see both whether this could be successfully argued and also whether the argument would be substantially different from an argument that the hypothesis that there is an ordinary external world is a better explanation than the hypothesis that a demon is beguiling us.
 This project has yet to be explored.
There is also the contextualist response.  It states that ‘knows’ means different things in different contexts.
 When skeptical scenarios are raised, the evidential standards required for ‘knows’ to correctly apply are very high.  On such a meaning of ‘knows’, all of sentences (7)–(9) can be true.  But suppose skeptical scenarios are not raised.  Then the evidential standards required for ‘knows’ to correctly apply are lower, and so (9) can be false.

5. Conclusion

A number of epistemologists have noted the lack of attention to the topic of skepticism and memory in the philosophical literature.
 I hope that this chapter helps to fill that void and also provides new avenues of research to explore.
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� See Chapter 1.


� See Frise (2015, sect. 4) and Locke (1971, 103–137) for additional discussions of skepticism and memory. 


� This was my shorter version of an argument inspired by Harrod (1942, 65).  See Locke (1971, 107–111), and Bernecker (2008, 99–100) for discussion of Harrod’s argument.  My criticism is similar to Locke’s (1971, 110).


� This is my shorter version of an argument inspired by Brandt (1955).


� This criticism follows Frise’s (2015, sect. 4a) response to Brandt’s argument.


� The problem of having to use memory to recall earlier premises in one’s reasoning has been pointed out by Plantinga (1993, 61–64), Bernecker (2008, 86), Senor (2009, sect. 5), and Poston (2016).  See the Plantinga reference for more on the sort of inference to the best explanation argument I am discussing.


� Cf. Frise (2015, sect. 4a).


� See Alston (1993) for why they are still all likely to fail.


� For more on the nature of memory, see Chapter 1.


� See sections 1 and 2 of Steup (2005) for an introduction to reliabilism.


� See Plantinga (1993) for a book-length defense of this view.


� Thanks to Sven Bernecker for helping me clarify this paragraph.  The argument is inspired by McCain (2014, 37–38).


� This is Bergmann’s (2006, 198) terminology, although he uses ‘justification’ instead of ‘warrant’.


� This step will require making it plausible that benign circularity is possible.  For two detailed arguments that it is, see Bergmann (2006, 184–197).


� Bergmann’s theory entails, as I assume, that there are some doxastic attitudes we epistemically ought to hold.  For example, if I believe that p and I receive evidence against p, then I should seriously doubt p.  Bergmann (2006, 189–200) defends a proper functionalist theory of the epistemic ought, although one could embrace other theories and still accept his account of malignant circularity.


� For example, see van Cleve (1984), Alston (1989, ch. 12), Markie (2005), Bergmann (2006, ch. 7), and Sosa (2009, 195–204).


� An exception is Steup (2013).


� For more on epistemic circularity, see previous two footnotes and Lammenranta (2015).  For more on the reliability of memory, see Locke (1971, ch. 12) and Frise (2015, sect. 4a).


� Cf. Alston (1989, 164).


� Higher-level requirements on knowledge, like the one in premise (1), are no longer very popular.  For a recent defense of a higher-level requirement on justification, see Smithies (2012).


� See Roediger & McDermott (1995).  Thanks to Matthew Frise for helpful discussion.


� Cf. Frise (forthcoming).


� For more on arguments involving forgotten evidence, see Frise (2015, sect. 3.a.i), Frise (forthcoming), and chapters 23 and 26 of this volume.


� See the examples in section 3.a.iii, “The Problem of Stored Beliefs”, in Frise (2015).


� I explore such candidates in a similar case in Moon (2012).  See also Frise (forthcoming) and McCain’s (2014, 146–149) reply to Moon.


� Some use ‘personal memory’, ‘experiential memory’, and ‘episodic memory’ for the type of quality attributed to Fred in (II) and (III), and ‘factual memory’, ‘propositional memory’, and ‘semantic memory’ for the type of quality attributed to him in (I).


� This is unlike remembering a proposition, as in sentence (I).  If Tammy didn’t eat the taco, then Fred didn’t really remember that Tammy ate it.  One remembers that p only if p is true.  For a detailed defense, see Bernecker (2008, ch. 8).


� Consider that neither “Old man Nelson remembers the fish being this big, but he’s certainly wrong” nor “Old man Nelson has a memory of the fish being this big, but he’s certainly wrong” seem inconsistent.


� See Locke’s (1971, 37–38) for further defense of this point.


� For discussion of these points as they relate to phenomenal conservatism, see chapter 24.


� Plantinga (1993, 62 and 188) explores this contrast between memory and perception.


� Fumerton (1995, 31) says this is a “recurring pattern” in skeptical arguments.


� Bernecker (2008, 181–183) objects to it and Frise (2015, sect. 4b) defends it.  See also the sections on closure in Steup (2005) and Klein (2015).


� Bergmann (2006, 206–211) defends a view like this by drawing from Thomas Reid.


� See Locke (1971, 120–131) for a few arguments for this.


� McCain’s (2014, 125–142) response to skepticism could likely be applied here.


� For more, see the contextualism sections in Steup (2005) and Klein (2015).


� For a summary of some debates about Russell’s hypothesis in the mid-1900s, see Locke (1971, ch. 11).


� See Fumerton (1995, p. 34) and Frise (2015, sect. 3)


� Thanks to Sven Bernecker, Brent Madison, Kevin McCain, Matthew Frise, and Matthew McGrath for helpful comments on earlier drafts.
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