Where’s the beef?

Phenomenal concepts as both demonstrative and substantial.
Robert Schroer

One popular materialist response to the explanatory gap identifies phenomenal concepts with type-demonstrative concepts.  This kind of response, however, faces a serious challenge: Our phenomenal concepts seem to provide a richer characterization of their referents than just the demonstrative characterization of ‘that quality’. In this paper, I develop a materialist account that beefs up the contents of phenomenal concepts while retaining the idea that these contents contain demonstrative elements. I illustrate this account by focusing on our phenomenal concepts of phenomenal colour. The phenomenal colours stand in a similarity space relative to one another in virtue of being complex qualities—qualities that contain saturation, lightness, and various aspects of hue as component elements.  Our phenomenal concepts, in turn, provide a demonstrative characterization of each of these component elements as well as a description of how much of that element is present in a given phenomenal colour. The result is an account where phenomenal concepts contain demonstrative elements and yet provide a significantly richer characterization of the intrinsic nature of their referents than just ‘that quality’.  


1. The explanatory gap and type-demonstrative concepts

It is widely thought that there is no explanatory gap in the identity statement 

(1) Water = H2O.

This identity statement does not seem to leave anything out; there are no mysteries as to how water could be H2O.  In contrast, there does seem to be an explanatory gap in

(2) Visual experience of red = brain state B

where ‘brain state B’ goes proxy for whatever physical/functional state a materialist identifies as being the visual experience of red.  One popular account of the difference between (1) and (2) is as follows: It is possible to a priori deduce the fact that there is water in a specific place from the fact that there is H2O in that place.  What makes the a priori deduction of ‘water facts’ from ‘H2O facts’ possible is an a priori truth of the form


(3) Water = the F (or an F)

where ‘F’ is a physical/functional predicate.
 Given that there is H2O in a specific place, given (3), and given that H2O is the F (or an F), it follows a priori that there is water in that place.  In the visual experience/brain state case, however, there is no analogous a priori truth to (3); there is no a priori truth of the form

(4) Visual experience of red = the F (or an F)

where ‘F’ is a physical/functional predicate. As a consequence, is not possible to a priori deduce the fact that there is a visual experience of red in a specific place from the fact that brain state B is in that place.  That’s why there’s an explanatory gap in (2) but not in (1).


I’ll refer to this as ‘The Standard Story’ of the explanatory gap. The Standard Story falls under the domain of what Chalmers [1996] calls ‘type-B materialism’.  Type-B materialists maintain that while facts about phenomenal consciousness supervene upon physical facts, they cannot be a priori deduced from those facts.  (Type-A materialists, in contrast, maintain that facts about phenomenal consciousness can be a priori deduced from physical facts.) In this paper, I will treat type-B materialism as a starting point.  With some important exceptions to be discussed below, most type-B materialists accept The Standard Story of the explanatory gap.  As a result, most type-B materialists think that the challenge posed by the explanatory gap is the challenge of explaining why the contents of our phenomenal concepts are not a priori deducible from the contents of our physical/functional concepts given that both concepts refer to the same thing.  

This challenge has been met by a variety of type-B accounts.  These accounts all agree that there is something special about our phenomenal concepts that handles the challenge raised by explanatory gap (as conceived of by The Standard Story); they just disagree about what this special feature is.  I will follow the lead of Daniel Stoljar [2005] and call this general strategy for dealing with the explanatory gap ‘The Phenomenal Concept Strategy’.  

The most important and influential version of The Phenomenal Concept Strategy comes from Brian Loar [1990, 1997], who identifies phenomenal concepts with type-demonstrative concepts that directly pick out properties of experiences from an introspective perspective.
  Here is Janet Levin’s statement of the basic idea of this account:


The denotation of a phenomenal type-demonstrative will be the property—presumably physical—that’s causally responsible for the application of that concept in the introspective recognition or re-identification of an experience as ‘that (kind) again’ or ‘another of those’.  [2007: 89, her emphasis] 

Even if one of these type-demonstrative concepts denotes a physical/functional property of my brain, the cognitive content of this concept (i.e. how it characterizes that property) is just too thin to be a priori deducible from a physical/functional description of the same property.  (In general, truths couched in demonstrative terms are too thin to be a priori deduced from those couched in non-demonstrative terms.)  This, in turn, explains the existence of the explanatory gap (as conceived of by The Standard Story) in a way that does not threaten materialism.
  (It also explains how Loar severs the connection between conceivability and genuine possibility: If our introspective grasp of phenomenal properties is this thin, then the fact that we find no contradiction in the idea of a world physically identical to ours that lacks phenomenal properties isn’t a reason for thinking that such a world is genuinely possible.)
2. The New Challenge facing The Phenomenal Concept Strategy

The account offered by Loar is up to the task of answering the challenge of the explanatory gap (as conceived of by The Standard Story).  Recently, however, there has been an important follow-up challenge to this account.
  Although Loar’s account explains why the contents of our phenomenal concepts are not a priori deducible from the contents of our physical/functional concepts, the contents of type-demonstrative concepts do not seem substantial enough to be plausible candidates for the contents of our phenomenal concepts.  Non-phenomenal demonstrative concepts typically provide an insubstantial characterization of their referents—consider, for instance, Levine’s [2001: 82] example of blindly pointing in front of yourself and saying ‘I wonder what that is’.  If phenomenal concepts are a species of demonstrative concept, then they should have a similarly thin content.  But, and this is the problem, the content of a phenomenal concept seems meatier than the content you would get from a mere type-demonstrative pointing that characterizes its referent as ‘that quality again’.  


This new challenge to The Phenomenal Concept Strategy has been raised by both type-B materialists and dualists.  Here, for example, is Janet Levin’s description of the problem.  


But if these concepts are sufficiently ‘thin’ to denote the way a demonstrative does—that is, by serving merely as a pointer directed at (that is, differentially caused by) a type of experience—then they are insufficiently robust to account for what seems special about phenomenal concepts, or why the knowledge Mary acquires when she leaves her black-and-white room seems so substantive…  [2007: 91, my emphasis]

Chalmers [2007] offers a similar argument.  He argues that there is no account of phenomenal concepts that is both powerful enough to explain our ‘epistemic situation’ with regard to the phenomenal properties of our experiences and tame enough to explain how these phenomenal concepts work entirely in physical terms. A zombie, for example, could satisfy the requirements for possessing the kind of type-demonstrative concept that Loar identifies as being a phenomenal concept.  According to Chalmers, when zombies deploy these concepts there several senses in which they will not be in the same epistemic situation as we are when we make use of our phenomenal concepts.  First, while our introspective beliefs about phenomenal states are true, the analogous beliefs of zombies will be false. Chalmers concedes, however, that a type-B materialist could argue (following the lead of Balog [1999]) that for zombies the term ‘phenomenal consciousness’ refers to a type of brain state and, thus, that their beliefs about phenomenal properties will end up being true, not false. In light of this counterargument, Chalmers shifts his focus to another sense in which zombies fail to share our epistemic situation—


…because judgements about the truth-values of a zombie’s judgments are disputed, we can also appeal to a different strategy, one that focuses on the nature of our knowledge compared to a zombie’s knowledge.  Let us focus on the epistemic situation of Mary, upon seeing red for the first time.  Here, Mary gains cognitively significant knowledge of what it is like to see red, knowledge that could not be inferred from the physical knowledge.  [2007: 178, my emphasis]


In contrast, when Mary’s zombie twin deploys her type-demonstrative concept she will acquire cognitively insignificant knowledge, knowledge that could be expressed as ‘that internal state’.  

Joseph Levine [2001, 2007], a type-B materialist, levels a similar complaint. In framing this complaint, Levine breaks with many other type-B materialists by rejecting The Standard Story.  Levine argues that that far more than just phenomenal facts fail to be a priori deducible from physical/functional facts; indeed, he goes so far as to argue that even water facts cannot be a priori deduced from physical/functional facts.
  Even though he believes that neither water facts nor phenomenal facts can be a priori deduced from physical/functional facts, Levine still maintains that there is a sense in which 

 (2) Visual experience of red = brain state B

is more mysterious or ‘gappy’ than

 (1) Water = H2O.  

In cases of identity statements involving non-phenomenal facts (such as (1)), Levine states ‘once all the relevant empirical information is supplied, any request for explanation of the identities is quite unintelligible’ [2001: 81-2].  In cases of identity statements involving phenomenal facts (such as (2)), however, ‘…it seems quite intelligible to wonder how it could be true, or what explains it, even after the relevant physical and functional facts are filled in’ [2001: 83].  

According to Levine, the extra ‘gappiness’ of (2) has to do with the fact that our phenomenal concepts provide a richer and more substantial characterization of their referents than the concept of water provides of its referent.  Unlike many who view the concept of water as carrying a relatively rich cognitive content, Levine maintains that the characterization it provides is ‘…a ‘thin’ one that merely labels a phenomenon/substance in the world’ [2001: 84].  The situation is different, however, for our phenomenal concepts—


On the other hand, with phenomenal concepts, such as a concept of a reddish quale, there is a ‘thick’, substantive mode of presentation.  We are not just labelling some ‘we know not what’ with the term ‘reddish’, but rather we have a fairly determinate conception of what it is for an experience to be reddish. [2001: 84]


Unlike type-B materialists who accept The Standard Story, Levine does not think that the explanatory gap is merely the result of a failure of a priori deducibility of the contents of our phenomenal concepts from the contents of our physical/functional concepts.  Rather, he maintains that it is the result of a failure of a priori deducibility where one of the concepts in question—the phenomenal concept—gives us a particularly substantial grasp of its referent. 

I don’t want to legislate whether we should understand ‘the explanatory gap’ in the way that proponents of The Standard Story understand it or in the way that Levine understands it.  But I do want to draw your attention to the fact that, like Levin and Chalmers, Levine thinks that, in order to be successful, The Phenomenal Concept Strategy needs to do more than just explain why the contents of our phenomenal concepts can’t be a priori deduced from the contents of our physical/functional concepts; it also needs to explain how these concepts afford us a rich and substantial grasp of their referents.  Let’s call this ‘The New Challenge’ for The Phenomenal Concept Strategy.

What is the best way for the defender of The Phenomenal Concept Strategy to respond to The New Challenge?
  To answer this question, we first have to decide just how rich of a grasp our phenomenal concepts provide of their referents. Chalmers [2003], for instance, claims that, unlike type-demonstrative concepts, phenomenal concepts offer a complete characterization of their referents.  This, however, strikes me as too strong.  I think there is a compelling reason for thinking that our phenomenal concepts provide a far richer characterization of their referents than just the meagre demonstrative characterization of ‘that quality’.   But, as I will show later, this reason does not support the claim that our phenomenal concepts provide a complete characterization of their referents. 
The compelling reason in question is that introspection alone allows us to locate the phenomenal qualities of a type of sensory experience in a ‘quality space’ relative to one another.  Consider, for instance, the phenomenal colours. Introspection alone allows us to place these qualities in a complex quality space relative to one another; it tells us, for example, that phenomenal purple is more similar to phenomenal red and to phenomenal blue than it is to phenomenal green.  But if our introspective grasp of phenomenal purple were limited to the meagre demonstrative characterization of ‘that quality again’, it’s not clear how we could grasp, via introspection, facts about what it does and does not resemble.  As a report about phenomenal purple, ‘that quality again’ simply isn’t rich enough to tell us anything about what other phenomenal colours it resembles and the degree to which it resembles them. 
The fact that introspection allows us to locate the phenomenal colours in a quality space is something that must be accepted by dualists and type-B materialists alike.  And this, in turn, gives The New Challenge some real bite.  If our introspective grasp of the phenomenal colours were as skimpy and meagre as many of the versions of The Phenomenal Concept Strategy make it seem, then we wouldn’t be able to locate the phenomenal colours in a quality space on the basis of introspection alone.  So the fact that we can locate them in a quality space shows that these versions of The Phenomenal Concept Strategy are seriously flawed.
The defenders of The Phenomenal Concept Strategy need a reply to The New Challenge; more specifically, they need an account of phenomenal concepts where these concepts provide a characterization that is at least rich enough to allow us to locate the phenomenal qualities of our experiences in a quality space relative to one another.  I think that I can deliver such an account.  In doing so, I will stay close to my roots as an advocate of The Phenomenal Concept Strategy: Loar’s type-demonstrative account.  Given The Standard Story of the explanatory gap, all that really matters about Loar’s account is that at least part of the content of our phenomenal concepts is demonstrative in nature, for that’s all that’s needed to guarantee the failure to a priori deduce the content of these concepts from a physical/functional description of their referents. This means that a type-B materialist is free to claim that, in addition to containing demonstrative elements, the content of these concepts also contains some non-demonstrative elements.
  These non-demonstrative elements, in turn, are what make the characterization provided by our phenomenal concepts meatier and more substantial than the mere demonstrative characterization of ‘that quality again’.

Consider, for example, the account of phenomenal concepts given by Janet Levin [2002].  Levin maintains that phenomenal concepts are hybrids: Part recognitional and part causal-functional.  The causal-functional elements of a phenomenal concept include a characterization of the relations of similarity between its referent (a type of experience) and various other experiences as well as a characterization of some of the emotional effects of that experience [2002: 582].
 Our phenomenal concepts of phenomenal colour, for example, contain ‘relational descriptions of quality spaces with ‘slots’ reserved for type-demonstratives that are normally acquired by having the experiences in question’ [Levin 2007: 98].  

Levin’s account has promise as a reply to The New Challenge.  Under this account, there is no a priori deduction possible from the physical/functional facts to the phenomenal facts because of the demonstrative elements present in our phenomenal concepts. This allows us to acknowledge the presence of an explanatory gap (as conceived of by The Standard Story) while not undermining our materialism. In addition, the non-demonstrative elements of these concepts ensure that the knowledge we have when we exercise them is more substantial than just the demonstrative knowledge that we are introspecting ‘that quality again’.  In exercising these concepts, we do not merely demonstratively identify a type of phenomenal colour; we also characterize it as bearing certain resemblances to other types of phenomenal colour.  This, in turn, allows us to accommodate the plain fact that introspection alone places the phenomenal colours in a quality space relative to one another.  
Despite these advantages, there is a serious problem with Levin’s account.  Under her account, phenomenal concepts provide a substantial characterization of the phenomenal colours by way of providing a relational characterization of them.  Some will complain, however, that our phenomenal concepts provide a substantial characterization of how the phenomenal colours are intrinsically.
 The phenomenal concept of phenomenal red, for example, does not just characterize its referent as more closely resembling phenomenal orange than phenomenal green; it also provides a relatively substantial characterization of how phenomenal red is on its own.  Under Levin’s account, however, once you subtract the relational characterization that our phenomenal concepts provide of the phenomenal colours, it seems that the intrinsic characterization that you are left with is the meagre demonstrative characterization of ‘that quality again’. 
I am going to take this complaint seriously; I’m going to accept that our phenomenal concepts provide a more substantial characterization of the intrinsic nature of the phenomenal colours than just ‘that quality again’. In what follows, I develop an account of phenomenal concepts that handles this concern.  Like Levin, I’ll posit that there are both demonstrative and non-demonstrative elements to the contents of our phenomenal concepts.  And like Levin, I will make much of the fact that our introspective grasp of the phenomenal colours allows us to locate them in relations of resemblance relative to one another.  But I’ll add an important extra twist.  I’ll claim that the phenomenal colours are structurally complex.  This, in turn, opens the door to a type-demonstrative account of phenomenal concepts where these concepts provide a substantial characterization of the intrinsic nature of the phenomenal colours. 

Here’s the basic idea. The phenomenal colours are structurally complex qualities that stand in a quality space relative to one another in virtue of sharing component elements.  (Phenomenal red and phenomenal orange, for example, resemble one another in virtue of sharing a component element not shared by phenomenal green.)  Phenomenal concepts, in turn, characterize the phenomenal colours in virtue of characterizing these component elements; they provide a demonstrative characterization of each component element as well as a description of how much of that element is present in the phenomenal colour in question.  As a result, our phenomenal concepts provide a more substantial characterization of the intrinsic nature of the phenomenal colours—a nature that underpins the relations of resemblance that they stand in relative to one another—than the meagre demonstrative characterization of ‘that quality’. (The phenomenal colours are not anomalous in this regard; the phenomenal qualities of all the senses can be located in various quality spaces.
  This means that the upcoming account I give of our phenomenal concepts of the phenomenal colours can be extended to cover any phenomenal qualities.)

3. The complexity of phenomenal colour

It is widely accepted among both philosophers and colour scientists that our experiences of colours—i.e. the phenomenal colours—can be located relative to one another within a colour space (or a ‘colour solid’) that is organized along three dimensions: Hue, saturation, and lightness. The hue of a phenomenal colour is its redness, greenness, blueness, yellowness, etc.  (White and black are phenomenal colours with no hue.)  A phenomenal colour’s saturation is determined by how rich it is in hue—e.g. two shades of phenomenal orange can be exactly the same in hue while differing in terms of how rich each is. And a phenomenal colour’s lightness is determined by how bright or dim it is.
  

The Munsell system is an early example of such a colour space.
  This system organizes the phenomenal colours along a cylinder: A phenomenal colour’s position along the main axis of this cylinder represents its lightness, its distance from the main axis outward represents its saturation, and its location relative to the outside circumference of the cylinder represents its hue.
  In the Munsell system (or any other colour space), similarities between two phenomenal colours are depicted in virtue of their external distance relative to one another.  Two phenomenal colours that are similar with respect to their lightness, for example, will be relatively close to one another along the main axis of the Munsell cylinder. 

There is an additional layer of phenomenal complexity within the dimension of hue.  Some hues (the so-called ‘binary hues’) look like blends of other hues; phenomenal orange, for example, looks like a blend of phenomenal red and phenomenal yellow while phenomenal purple looks like a blend of phenomenal blue and phenomenal red. Other hues (the ‘unitary hues’), however, do not look like blends; pure phenomenal yellow, for example, does not look like a blend of phenomenal orange, phenomenal red, phenomenal blue, or any other hue—it just looks, well, yellow.  
These phenomenological observations concerning the binary and unitary hues serve as part of the underpinning of the Hering opponent processing theory of colour.
  Simplifying a bit, the opponent processing theory says that the hue of a given phenomenal colour is the result of two opponent mechanisms: One where phenomenal green and phenomenal red are at opposition to each other, the other where phenomenal blue and phenomenal yellow are at opposition to each other.
  The hue of a given phenomenal colour is produced by the activity in these two mechanisms—if the red/green mechanism is signalling red and the blue/yellow mechanism is signalling yellow, the result will be phenomenal orange; if the red/green mechanism is signalling red and the blue/yellow mechanism is neutral (signalling neither blue nor yellow), the result will be phenomenal red. And since these mechanisms involve opponent processes, no phenomenal colour will look phenomenal green and phenomenal red or phenomenal blue and phenomenal yellow.  

In virtue of this additional complexity, the phenomenal colours stand in a host of resemblance relations relative to one another solely in virtue of their hue.  Phenomenal orange and phenomenal purple, for example, are similar to one another in virtue of both containing an element of reddishness—phenomenal orange is reddish yellow while phenomenal purple is reddish blue.  Phenomenal green, in contrast, is not similar to either phenomenal orange or phenomenal purple in this regard.

We’ve seen that individual phenomenal colours stand in a variety of resemblance relations to one another.  These resemblances flow from the intrinsic natures of the phenomenal colours; to borrow some terminology from David Armstrong [1989: 43-4], they are ‘internal’ relations—given that the two phenomenal colours involved have the natures they do, their resemblance is a settled matter.
  These resemblances between the phenomenal colours are not brute.  Instead, they are underpinned by their saturation, their lightness, and various aspects of their hue.  This claim breaks with a tradition going back (at least) to Hume of thinking of the phenomenal colours as simple and unanalyzable.  According to this tradition, the resemblance in hue between, say, phenomenal red and phenomenal orange is brute, because both are simple qualities.  In contrast, I am claiming that these phenomenal qualities are complex and that the previously mentioned resemblance is the result of their sharing a common element—it is the result of their sharing an element of reddishness.

There is compelling empirical evidence against Hume.  As Byrne and Hilbert point out, there is evidence that ‘[i]f subjects are asked to estimate the ‘relative amounts of hues’ in stimulus (for example, 40 percent red, 60 percent yellow), not only do they understand the instruction, but they give similar answers’ [2003: 14].
  And studies by Gordon and Abramov [1988] and Gordon et al. [1994] show that the same holds true when subjects are asked to estimate the level of the saturation of a phenomenal colour.  In short, when giving reports on the various resemblances that obtain between the phenomenal colours, we can do more than just assert that these resemblances obtain, we can also say a bit about how they obtain.  We can say, for example, that two phenomenal colours are similar in possessing high amounts of reddishness or in possessing similar levels of saturation.  If the phenomenal colours were experienced as simple and their resemblances were experienced as brute (as Hume thought), however, we would be limited to reporting that they resemble one another while being unable to articulate in any detail how they resemble one another.  
I’ve argued that the resemblances between the phenomenal colours are genuine resemblances underpinned by the structural complexity of these phenomenal qualities; they are the result of commonalities in their level of saturation, their level of lightness, and various aspects of their hue.  To be clear, I think there is more complexity to the phenomenal colours than what I’ve already discussed; in particular, I think there is more phenomenal complexity within the dimension of hue than that posited by the opponent processing theory.  Although it’s controversial, a case can be made (on introspective grounds) that some hues contain an element of ‘warmth’ not contained by other hues.  Pure phenomenal red and pure phenomenal yellow, for example, seem to contain a degree of warmth not found in pure phenomenal green or pure phenomenal blue. (The latter, in contrast, seem to contain a degree of ‘coolness’).
 This additional layer of complexity, in turn, locates the phenomenal hues relative to one another in terms of their warmth/coolness.  Phenomenal red seems warmer than phenomenal yellow, and both seem warmer than phenomenal blue or phenomenal green.  

Here’s another, even more controversial example of complexity within the dimension of hue: Some of the hues seem to possess a degree of ‘strength’ not possessed by others.  I can point to what I mean by the ‘strength’ of a phenomenal hue by considering one that lacks it: Phenomenal yellow.  As Hardin observes, ‘…yellowish greens look as though they ought to be classified as greens, even though we judge the yellow content to be well above 50 percent’ [1997: 297].  To put it informally, phenomenal yellow seems weak—we can tell that blending, say, phenomenal red into it will quickly make it look like a shade of phenomenal red.  In contrast, in the case of phenomenal red we can tell that blending phenomenal yellow into it will not quickly make it look like a shade of phenomenal yellow. With respect to the blending of phenomenal colours together, it appears that phenomenal red has a higher degree of ‘strength’ than phenomenal yellow. 

We’ve seen that the phenomenal colours are complex qualities that contain several component elements.  These component elements, in turn, underpin the various genuine (or internal) resemblances that the phenomenal colours bear to one another.  In describing these resemblances, it is natural to speak of the component elements of these phenomenal colours as coming in degrees or levels: Two phenomenal colours can have different hues while having the same level of saturation; among three shades of red, two can look closer in hue than either looks to the third in virtue of the first two containing a higher degree of the same component element—reddishness—than the third.  And so on.  
Although the language of ‘levels’ and ‘degrees’ is ubiquitous in discussions of phenomenal colour, surprisingly little work has been done in terms of cashing this language out.  In this paper, I will follow the lead of Byrne [2003] and Byrne and Hilbert [2003] and treat these various elements as being ‘magnitudes’ that come in degrees (like length or temperature).  Consider, for example, the overall hue of a given phenomenal colour. According to Byrne and Hilbert, a phenomenal colour’s total hue is experienced as the summation of the values of the various (unitary) hues (which they label as ‘R’, ‘Y’, ‘G’, and ‘B’) that it has.  Orange, for example, ‘has a value of R that is approximately 50 percent of its total hue, and similarly for Y...’ [2003: 14].
 
Although Byrne and Hilbert are primarily focused on the hues of the phenomenal colours, the idea of a ‘magnitude’ can be extended to cover the saturation, lightness, warmth, and strength of a given phenomenal colour.  After all, two phenomenal colours can be located in a quality space relative to one another in terms of the level of lightness or saturation they have.  Similarly, the unitary hues of two phenomenal colours can be compared in terms of their level of warmth or strength.  

In this section, we’ve seen that the phenomenal colours are complex qualities that contain several components elements: Saturation, lightness, and hue.  We’ve also seen that this last component element—hue—is itself complex: Binary hues contain percentages of various unitary hues, and all hues contain levels of warmth/coolness, strength, and perhaps other component elements as well.  Following the lead of Byrne [2003] and Byrne and Hilbert [2003], I have treated these component elements as being magnitudes.  Now let’s turn to the question of how our phenomenal concepts characterize these magnitudes.  

4. The complexity of our phenomenal concepts of phenomenal colour

If a defender of The Phenomenal Concept Strategy claims that a phenomenal concept provides a single demonstrative characterization—‘that quality’—of an entire phenomenal colour, she’ll be able to explain why that concept provides a characterization that cannot be a priori deduced from a physical/functional characterization of the same quality.  The problem with this proposal—the problem raised by The New Challenge—is that such a characterization is just too skimpy to be a candidate for the actual content of our phenomenal concepts.
I reject the idea that a phenomenal concept provides a single demonstrative characterization of an entire phenomenal colour.  Instead, I think it provides multiple demonstrative characterizations of the various component elements of that phenomenal colour.  As we saw in the previous section, these component elements are magnitudes that come in degrees.  This fact is reflected in the characterization that our phenomenal concepts provide of these component elements; in addition to demonstratively identifying and separating these component elements from one another, our phenomenal concepts also provide an explicit description of how much of each (demonstratively identified) magnitude is possessed by the phenomenal colour in question.  
With respect to its lightness and saturation, for example, a phenomenal concept characterizes a given phenomenal colour as ‘the quality with such-n-such level of that element (lightness) and such-n-such level of that element (saturation)’. (In this passage, italicized words represent type-demonstratives, the magnitudes listed in parentheses are the referents of those type-demonstratives, and ‘such-n-such level’ is an explicit characterization of the level or degree to which the phenomenal colour in question contains each of those demonstratively identified magnitudes.)  

Recall that the component element of hue is itself complex; the hues of the binary colours, for instance, appear to be blends of the hues of the unitary colours.  This complexity is mirrored in our phenomenal concepts.  With respect to its hue, a phenomenal concept characterizes a binary phenomenal colour as ‘the quality with a complex component element composed of such-n-such percentage of that element (unitary hue1), such-n-such percentage of that element (unitary hue2)’ and so on.  If the phenomenal colour in question is a perfectly balanced phenomenal orange, for example, a phenomenal concept will characterize its hue as containing 50% of that element (unitary yellow) and 50% of that element (unitary red).  

Earlier, I argued that even the unitary hues contain a degree of complexity. The hue of pure phenomenal red, for example, contains a higher degree of warmth and strength than the hue of pure phenomenal yellow.  So even when the phenomenal colour in question is unitary, a phenomenal concept will still characterize its hue as having component elements—it will characterize that hue as ‘a component element containing such-n-such amount of that element (warmth), such-n-such amount of that element (strength)…’ and so on.
  This additional characterization of the warmth and strength of a given hue will also occur in our phenomenal concepts of the binary colours; our phenomenal concepts will characterize a phenomenal colour’s binary hue as ‘a component element composed of such-n-such percentage of that element (unitary hue1) which, in turn, includes such-n-such level of that element (warmth) and such-n-such level of that element (strength); such-n-such percentage of that element (unitary hue2) which, in turn, includes such-n-such level of that element (warmth) and such-n-such level of that element (strength)’ and so on.  

Phenomenal concepts do not tell us very much about the intrinsic nature of many of the component elements of phenomenal colour; they don’t, for instance, tell us much about the intrinsic nature of phenomenal saturation, phenomenal lightness, or the various (simple) component elements of phenomenal hue.  But they do tell us how much of each of these demonstratively characterized elements are present in a given phenomenal colour.  And that characterization, in turn, is rich enough to allow us to meet The New Challenge; it is rich enough to allow us to introspectively grasp the host of resemblances that obtain between that phenomenal colour and other phenomenal colours. 

The characterization provided by our phenomenal concepts is rich enough, for example, to allow us to recognize that two phenomenal colours are similar in terms of their level of demonstratively identified saturation while differing in terms of their level of demonstratively identified lightness.  It is rich enough to allow us to recognize that phenomenal scarlet and phenomenal orange are more similar to each other in hue than either is to phenomenal lime in virtue of the hues of both of the former containing a percentage of the same demonstratively identified component element (reddishness) that the hue of the latter lacks.  This characterization is also rich enough to provide us with some modal understanding of the phenomenal colours: We can, for instance, grasp that they must be complex properties, that phenomenal scarlet and phenomenal orange must contain a common component element not contained by phenomenal green, etc.  But since our phenomenal concepts do not provide much of a characterization of the simple component elements of these properties, we cannot, on the basis of introspection alone, judge whether these simple component elements are physical or non-physical.
  

This account of phenomenal concepts continues to reap the advantages of older versions of The Phenomenal Concept Strategy.  In virtue of its use of demonstrative elements, it can explain why there is no a priori deduction of phenomenal facts from physical/functional facts. But unlike many of the earlier type-B materialist appeals to type-demonstrative concepts, this account can accommodate the claim that our introspective grasp of a given phenomenal colour is more substantial than the mere demonstrative characterization of ‘that quality again’; more specifically, it can accommodate the fact that our introspective grasp of the phenomenal colours is rich enough to allow us to locate them in a quality space.  And finally, unlike Levin’s account, under this account we end up having a relatively substantial characterization of the intrinsic nature of the phenomenal colours—our phenomenal concepts characterize the phenomenal colours as having a complex intrinsic nature, they demonstratively identify various component elements of this nature, and they also characterize the amount of each of these component elements that a given phenomenal colour possesses.
5. How rich is our introspective grasp of the simple elements of phenomenal colour?

According to my account, the characterization that our phenomenal concepts provide of the simple component elements of phenomenal colour will be relatively skimpy: These concepts will characterize the simple elements of phenomenal colour along the lines of ‘such-n-such level of that quality’.  To be clear, I haven’t taken a stand on what the simple elements of phenomenal colour are.  I don’t want to repeat what we might call ‘Hume’s error’—the error of assuming that a phenomenal quality is simple when, in fact, it’s not.  (As we saw earlier, Hume made this error with respect to the phenomenal colours; I am wary of making the same error with respect to some of the component elements of those colours.)  But whatever the simple elements of phenomenal colour may be (lightness, warmth, etc.), under my account our phenomenal concepts will provide a relatively skimpy demonstrative characterization of them.

This could lead to the charge that I haven’t really answered The New Challenge to The Phenomenal Concept Strategy; rather, I’ve merely postponed it.  Joseph Levine points to this kind of objection when considering attempts to diffuse the explanatory gap by positing an internal complexity to the phenomenal colours.  

Structure is a matter of relations among elements, which are themselves either structured or simple.  To avoid an infinite regress, it is clear that whatever set of relations individual qualia are analyzed into, the relata must themselves be simple elements of experience.  Whether red is a simple, or warmth is, something experiential has to be.  So long as the experiential primitives are themselves intrinsic properties of experience, the explanatory gap will remain.  [2001: 96]

We saw earlier that when Levine claims that there is an ‘explanatory gap’ involving a phenomenal quality, he is claiming (among other things) that our phenomenal concepts provide a substantial characterization of that quality (a characterization that is far richer than the concept of water provides of its referent).  So he would disagree with my claim that the characterization our phenomenal concepts provide of the simple elements of phenomenal colour is the relatively skimpy characterization of ‘such-n-such level of that quality’.
  

Let’s take a closer look at this disagreement.  In the case of the phenomenal colours, everyone will (and should) agree that our phenomenal concepts provide a characterization of these qualities that is richer than the meagre demonstrative characterization of ‘that quality again’.  Why?  Because our introspective grasp of these qualities is at least rich enough to locate them in a large class of resemblance relations relative to one another (resemblances in virtue of their saturation, lightness, and hue).  The same, I argued, is true of the hues of the phenomenal colours—our introspective grasp of these elements of phenomenal colour is at least rich enough to locate them in a class of resemblance relations relative to one another (resemblances in terms of the percentage of the unitary hues they each contain, resemblances in terms of their warmth, their strength, etc.)  

There was a pattern to both of the previous cases.  In both, we can defend the claim that the characterization provided by our phenomenal concepts is meatier than just ‘that quality again’ by appealing to the fact that introspection allows us to locate the qualities in question (the phenomenal colours and the phenomenal hues) in a quality space.  It is difficult, however, to make the same defensive manoeuvre in the case of the simple elements of phenomenal colour.  For such elements will not resemble one another in virtue of containing common component elements, on pain of being simple.  As a result, the claim that phenomenal concepts provide a substantial characterization of their referents is considerably more controversial when it is applied to the simple elements of phenomenal experience.  

It might be argued that, even though they don’t locate the simple component elements of phenomenal colour in a quality space, our phenomenal concepts still provide us with a substantial grasp of these elements.  (It would be pretty extreme to claim that the only possible evidence of a substantial grasp of a given set of phenomenal qualities is that it allows us to locate them in a quality space relative to one another.)  The problem, however, is that it’s NOT introspectively obvious that our introspective grasp of the simple component elements of phenomenal colour is substantial.  For what it’s worth, when I attempt to learn about a simple component element of phenomenal colour (say, for example, warmth
) via introspection, about all I can say about it is that it seems to come in degrees (for example, red has more of it than yellow) and that I somehow seem to recognize it when I introspect it.  

In order to win this argument and avoid the charge of table pounding, Levine needs to point to some additional reason for thinking that our introspective grasp of the simple component elements of phenomenal colour is substantial (as he claims) and not insubstantial (as I claim).  If this disagreement were about our introspective grasp of the phenomenal colours or even the phenomenal hues, he could bolster his claim with the fact that our introspective grasp of these qualities locates them in a quality space.  But, as we have seen, this defensive move is not readily available in the case of the simple component elements of phenomenal colour.
  As a result, I don’t think Levine has made his case.

For what it’s worth, I suspect that Levine is overreacting to the shortcomings of earlier versions of the Phenomenal Concept Strategy when he claims that our phenomenal concepts provide a substantial characterization of the simple elements of phenomenal colour.  No honest introspector can deny that our phenomenal concepts provide a relatively substantial characterization of the phenomenal colours and the phenomenal hues, and from this is might be tempting to jump to the conclusion that they do the same for the simple elements of phenomenal colour.  But, as I have shown, the last step in this line of argument—the step that asserts that our introspective grasp of the simple component elements of the phenomenal colours is substantial—is far more controversial than the earlier steps—those that assert that our introspective grasp of the phenomenal colours and of the phenomenal hues is substantial.
6. Conclusion

In this paper, I have given an account of phenomenal concepts that explains why phenomenal facts cannot be a priori deduced from physical/functional facts in a way that does not undermine materialism.  In doing so, I’ve followed the basic strategy of many type-B materialists—a strategy originally offered by Brian Loar—and claimed that phenomenal concepts contain demonstrative elements.  My account differs from these other accounts, however, in virtue of how I put these demonstrative elements to work. I’ve illustrated this account using the example of the phenomenal colours.  These are complex qualities, qualities that contain saturation, lightness, and various aspects of hue as component elements.  Our phenomenal concepts characterize this complexity by way of demonstratively characterizing each of these component elements and explicitly describing how much of it is possessed by the phenomenal colour in question.  The result is an introspective characterization of the phenomenal colours that involves type-demonstrative but provides a substantially richer characterization of their intrinsic nature than the mere demonstrative characterization of ‘that quality’.
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� Michael Tye, for instance, explicates ‘the F’ as ‘the bearer of enough of the following features: being a liquid, filling lakes and oceans, coming out of taps, being called ‘water’ by English experts, being necessary for life on the planet, falling from the sky’ [2000: 29].


� People who have followed Loar’s lead in this regard include Hill and McLaughlin [1999], Carruthers [2000, 2004], Tye [1999, 2000], and Levin [2002, 2007].  


� Although Loar’s account has been the most popular version of The Phenomenal Concept Strategy, it is not the only version of that strategy.  John Perry [2001], for instance, has argued that phenomenal concepts are a species of indexical concept and, as such, carry a content that cannot be a priori deduced from non-indexical representations of the same objects/properties.  William Lycan [1996], in turn, maintains that our introspective representations of phenomenal states are semantically primitive and, hence, carry a content that cannot be a priori deduced from the content of our non-introspective representations of those states.  


� To be clear, this challenge can be levelled against most versions of The Phenomenal Concept Strategy, include the versions offered by Perry [2001] and Lycan [1996].


� Levine is not alone in making this claim.  Block and Stalnaker [1999] are also type-B materialists who maintain that water facts are not a priori deducible from physical/functional facts.


� Several type-B materialists have argued that our phenomenal concepts contain as constituents the very phenomenal qualities that they refer to. (See, for example, Papineau [2002] and Block [2007]). Such an account could be offered as a response to The New Challenge.  I follow Levine [2007: 163], however, in thinking that such accounts run the risk of conflating the physical presence of a phenomenal quality with the cognitive presence of that quality.


� This point was not lost on Loar, who claimed that type-demonstratives often contain non-demonstrative elements—‘In identifying a thing as of a recognitional kind, we almost always presuppose a more general type to which the kind belongs: four-legged animal, plant, physical thing, perceptible event.  A recognitional concept will then have the form of ‘physical thing of that (perceived) kind or ‘internal state of that kind’, and so forth’ [1997: 601].


� A minor terminological difficulty arises here: A relational description of a quality space of various experiences is probably not best characterized as being a ‘functional’ description.  As Austen Clark [2000: 17-8] points out, functional descriptions are typically conceived of as being descriptions of causal structures and relations; descriptions of a quality space, in contrast, are descriptions of the qualitative similarities, not the causal relations, between experiences.  


� Chalmers [1996: 235], for example, complains that any relational description of the phenomenal colours will fail to capture their intrinsic nature.  


� For an early discussion of the claim that the phenomenal qualities of all sensory experiences can be represented quality spaces, see Quine [1969].  For more recent discussions, see Clark [1993] and Churchland [1995].  


� For additional discussion of these elements of perceived colour, see Hardin [1988] and Palmer [1999].


� Munsell intended this model to be a representation of the external colours.  But it can also be used as a representation of the phenomenal colours, as I am doing here.


� For more details, see [Munsell Colour Company 1976].


� See Hering [1964].


� There is a third mechanism: One where phenomenal black and phenomenal white are at opposition to each other.  The activity of this mechanism determines the lightness of a given phenomenal colour.  It is controversial, however, to describe this third mechanism as being an opponent processor.  Although there are no phenomenal colours that appear to be both phenomenal red and phenomenal green (or both phenomenal blue and phenomenal yellow), phenomenal grey appears to be both phenomenal white and phenomenal black.  See Palmer [1999: 110].


� The claim that these resemblances are internal relations is accepted by a number of philosophers, including Armstrong [1989], Hardin [1988, 1997], Johnston [1992], and Clark [1993].


� In favour of this claim, Byrne and Hilbert cite studies by Sternheim and Boynton [1966] and Werner and Wooten [1979].


� For some speculation about the empirical underpinnings of the element of warmth, see Hardin [1988: 129-31] and Hardin [1997: 297-8].


� In this passage, Byrne and Hilbert are talking about how the external colours are represented by our experience.  But since they identify phenomenal colour with experientially represented external colour, this account of represented colour doubles as their account of phenomenal colour.


� I don’t want to take a stand on whether warmth and strength exhaust the character of a given unitary hue. So I’m not assuming that the characterization that our phenomenal concepts provide of a given unitary hue can be reduced to the characterization they provide of its warmth and strength.  


� I am grateful for an anonymous referee for bringing this point to my attention.


� Recall that Chalmers [2003] thinks that our phenomenal concepts provide a complete characterization of their referents.  If Chalmers were to agree with my claim that the phenomenal colours are structurally complex, he would be committed to the idea that our phenomenal concepts provide a complete characterization of the simple elements of these phenomenal qualities.  So it is possible that Chalmers would echo Levine’s objection.


� Earlier, I made a point of saying that I didn’t want to take a stand on what the ultimate simples are of visual experience of colour. So I am assuming that warmth is a simple phenomenal element only for expositional purposes.


� It could be argued that the simple elements of phenomenal colour (such as warmth, if warmth is simple) could stand in a quality space relative to one another if the resemblances in question were primitive. But the claim that there are primitive (and imperfect) similarities between visual qualities is pretty controversial.  At one time, of course, it was thought that the phenomenal colours provided such an example. (This was Hume’s Error.)  But, as we have seen, this claim was introspectively naïve.


� The basic idea of this paper was developed while I was a resident in John Heil’s 2006 N.E.H. Summer Seminar, ‘Mind and Metaphysics’, at Washington University (in St. Louis).  Earlier versions were presented at presented at the 61st Mountain-Plains Philosophy Conference, Sept 28, 2007 and at the 100th meeting of the Southern Society for Philosophy and Psychology, March 21, 2008.  I want to thank Dave Beisecker and Kelly Trogdon for their comments on those earlier papers.  I also want to thank Torin Alter, Chad Brockman, David Hilbert, Brendan O’Sullivan, and two anonymous referees from this journal for helpful conversations and comments along the way.





PAGE  
1

